Page 1
3GPP TSG-RAN WG1 #86 	R1-166362
22th – 26th August 2016
Gothenburg, Sweden

Agenda item:	8.1.3.2
Source: 	Qualcomm Incorporated
Title: 	Self-contained subframe timeline analysis 
Document for:	Discussion/Decision
Introduction
In RAN1 #85 the following agreements was made [1] toward the notion of self-contained subframes.
· NR design should strive at least to enable the possibility for
· Corresponding acknowledgement reporting shortly (in the order of X µs) after the end of the DL data transmission
· Corresponding uplink data transmission shortly (in the order of Y µs) after reception of UL assignment
· Note: may depend on e.g. UE capability/category, payload size, etc
· [bookmark: _GoBack]FFS: X and Y in the order of a few tens of or hundreds of micro sec is feasible
· Other mechanisms/configurations in addition to fast/short corresponding acknowledgement are needed
· For example to provide coverage or enable TD-LTE coexistence
· Note: RAN1 will continue investigations about UE complexity, implementation processing time, interleaving applicability

Additionally, another agreement went toward the notion of single interlace.
· NR design should strive to enable the possibility for
· Corresponding retransmission shortly (in the order of Z µs) after the end of acknowledgement reporting
· FFS: Z in the order of a few tens of or hundreds of micro sec is feasible

An illustration of how such design can impact frame structure was mentioned in [2] and illustrated below in Figure 1. The purpose of this contribution is to understand the feasibility of such designs.


Figure 1. Control intervals with mixed interference on data bursts (timing advance shown)
 
Processing Timeline Considerations
[bookmark: _Ref458722650]Guard periods
One of the basic requirements for the guard period in a TDD system is to allow time for RF hardware to switch its direction. Based on the state-of-the-art, it is believed that sub-10us is practical for RF switching in NR context. Another component that the guard period has to accommodate is the round-trip delay (RTD). UE may be required with a timing advance to account for propagation delay.
As an example, the minimum amount of time for UL-to-DL switching could be 6 microseconds. And if 1km cell edge should be supported, the RTD is about 6.67 microseconds. This means from the UE’s perspective, the UL-to-DL switch time would need be approximately (6+6.67) = 12.67 microseconds.
For frame structure specification, the guard period is typically defined as an integer number of symbols. So with timing advance this can be split nominally across the DL-to-UL switching, and UL-to-DL switching. If the overall guard period is one symbol (e.g., 35.677 microseconds), our example leaves about 23 microsecond for DL-to-UL switch time on the UE side. 
Rx processing
As understood in RAN1 #85 agreement, one critical timeline is from the end of DL data reception to the start of ACK/NACK transmission on UL control for HARQ. 
Compared to a system which has relaxed HARQ deadlines and higher latency (for example, LTE FDD with 8 interlaces), it is envisioned that self-contained subframe and associated low latency can be achieved with only modest increase in the UE modem processing requirements. In the following charts, the Y-axis represents the instantaneous workload for the DL data channel, and the X-axis corresponds to time instance. The buffering delay could be caused by DL control channel processing and/or channel estimation based on DL pilots.






Symbol-by-symbol processing
It is evident that to achieve peak-to-average loading in the same order of magnitude as non-self-contained subframes, for self-contained subframes it would be imperative to (i) minimize the buffering delay, and (ii) perform “on-the-fly”, or also known as, symbol-by-symbol processing of the data channel. To achieve (i), similar to LTE, the DL control channel containing the DL assignment should be positioned in the beginning of the subframe. 
Another important aspect is to “front load” the DMRS in the beginning of the subframe, such that DMRS based chanEst processing can be performed early in the subframe upon which the data processing is dependent
To achieve (ii), code blocks which are interleaved over frequency first would allow processing of the symbol as soon as it is received over-the-air. 
A fundamental sustainability threshold for UE modem processing throughput on the DL is one symbol processed per symbol time. While the detailed implementation timeline could be subject to actual implementation, in principle if each symbol (regardless of whether it is control, pilot, or data symbol) can be processed within a symbol time, the aforementioned sustainability threshold is achieved. 
Observation 1: A fundamental sustainability threshold for UE modem processing throughput on the downlink is one symbol processed per symbol time.
Rx pipelining and payload tapering/padding
Rx data processing pipeline will be considered with the presumption that “on-the-fly” / symbol-by-symbol processing is supported by the air-interface specification. For a data channel such as PDSCH, OFDM symbol processing typically includes three processing intensive stages: (1) RxFFT, (2) Demapping, (3) Decoding. Most of the processing complexity is driven by these stages. 
The most straight-forward pipelining scheme for above example is conceptually illustrated below:
[image: ]							[image: ]
Horizontal direction represents symbol time n, n+1, …, n+6. The color scheme differentiates the received data corresponding to different symbols going through stages of processing over time. It is evident that such pipelining scheme would require a 3-symbol gap from the end of the last data symbol to ACK/NACK feedback.
If the demapper and decoder stages can perform sub-symbol level pipelining, for example, code-block level granularity for pipelining, the “pipeline depth” can be compressed, and the ACK/NACK feedback could be pulled in by approximately one symbol. Basically, the demapper only needs to output sufficient number of LLRs to get the decoder start working, and then they can work in parallel on the same OFDM symbol; The time it takes to start the decoder is called the pipeline setup latency, assumed to be small. The actual latency is subject to design implementation as well as the type of channel code and interleaving scheme used. It is evident that with this optimization, the gap from the end of last data symbol to ACK/NACK feedback has been reduced to 2 symbols.
Obviously, if hardware is capable of processing at twice the throughput, 1-symbol gap would be feasible. This usually translates to more parallelism in hardware (i.e. larger area) or higher clock speed (i.e. at expense of power). Hardware duty cycle would be reduced, but it may be possible to mitigate with clever hardware re-use scheme. It is also possible to apply the “speed up” (i.e. processing at twice the throughput) momentarily towards the end of the data channel, to meet the deadline for ACK/NACK feedback, if hardware has the spare capability to do so.
[image: ]							 [image: ]
If hardware is not capable of processing at twice the throughput, a transmitter (typically eNB) side solution is to reduce the instantaneous data rate towards the end of the data channel, resulting in less workload for some of the major processing stages, so that the receiver (typically UE) can still meet the ACK/NACK feedback deadline. This technique is referred to as “payload tapering”.
Observation 2: In a self-contained DL subframe, the amount of gap between the end of the data channel to the beginning of ACK/NACK heavily impacts modem processing pipeline architecture and the hardware capability requirement.
Observation 3: Even with symbol-by-symbol processing, the pipeline depth may span more than one symbol time. This in turn imposes a requirement for the amount of gap. Reducing the payload towards the end of the data channel is an effective way to decouple pipeline design and the amount of gap required.
Proposal 1: UE capability framework should be designed to be flexible to facilitate hardware-efficient support for self-contained subframe.
Scaled numerology for faster processing 
One last idea to increase Rx processing is to exploit the scalable numerology, and e.g, double the nominal SCS. This has the advantage that the symbol duration is halved. In other words, two doubled SCS symbols can fit within the same amount of time for a single symbol with the original SCS. Also, for each doubled SCS symbol, the FFT size would be halved. This also allows processing to start earlier in time and helps improve pipelining due to doubled number of symbols that fit within the same amount of time. In the following figure, a high level conceptual timeline for the pipeline is shown, assuming that control channel processing also consists of three major stages, namely, FFT, demodulation, and decoding. Demodulation and decoding is shown to be pipelined in fine granularity (for example, in the codeword level). 



It should be noted that the spectral efficiency impact of this approach is also studied [4]. For channels (e.g., control) where the spectral efficiency requirements are lower, this can be a valuable technique to reducing the processing timeline.
Observation 4: Scaled numerology facilitates better pipelined processing and offers significant timeline advantage, which is especially crucial for self-contained UL centric subframe.
Proposal 2: Scaled numerology for the downlink control channel should be studied with applicability for uplink-centric and downlink centric self-contained subframe types.
Tx Processing
For UL centric self-contained subframe, the critical timeline is the reception and processing of UL grant and preparation for the start of the UL data transmission. Use of only the guard period for above may not be sufficient. Moreover, Rx processing techniques from previous section may be augmented with Tx processing techniques to reduce the transmission preparation timeline.
Front-loaded DMRS and Tx Pipelining
For Tx data processing, the principle of “on-the-fly” / symbol-by-symbol processing needs to be adopted, in order to efficiently pipeline the workload. PDCP/RLC/MAC processing should be simplified and be performed with the sustainability requirement of “one symbol processed (i.e. constructed) in one symbol time”. Similar to DL, frequency-first interleaving would be necessary to support such symbol-by-symbol processing.
Additionally, another solution is to populate the first Tx symbol with DMRS, and it further may be possible to define DMRS such that it can be pre-processed. Even if it cannot be due to being UL grant dependent, DMRS waveform construction should be relatively lighter than data symbol waveform construction, and requires less processing time. During transmission of DMRS, construction of the first data symbol can take place; Afterwards, the pipeline is set up and the processing time for the next symbol can be hidden under current symbol’s transmission time, until there is no more symbol to process.
Observation 5: Symbol-by-symbol construction and transmission of uplink data is crucial for reducing the latency in UE responses.
Proposal 3: Uplink reference signal and data channel should be designed to facilitate symbol-by-symbol processing on the UE. This study should extend up the protocol stack to ensure there is no roadblock and to identify potential cross-layer optimizations.
Proposal 4: UL burst channel structure should be designed with considerations for processing timeline to feedback ACK/NACK.

Subframe Timeline Discussion
Immediate ACK after DL reception
Given the discussions from the previous section, it is clear that the Rx processing and Tx Processing techniques can be applied to reduce this latency on the order of 1 OFDM symbol (and on the order of 10s of us). For demodulation of DL traffic, it may not necessarily be the case that doubling the SCS is available without loss in link efficiency
Immediate UL transmission after grant
Similarly, it is clear that the Rx processing and Tx Processing techniques can be applied to reduce this latency on the order of 1 OFDM symbol (and on the order of 10s of us) as well. Unlike the DL data channel reception case, it is possible for the downlink control channel to be transmitted at a higher SCS for better timeline processing, without hurting the control channel capacity of coverage, since the required SINRs are low.
Single interlace operation
Both of the cases above mainly pertained to UE processing timeline enhancements, but these could similarly be applied to the basestation side as well. The only other remaining timeline optimization is the speedup of the scheduling, or possible simplification of scheduling optimization, which can possible allow for single interlace operation. Such optimization are outside the scope of this contribution. 
Overall we have the observation that for self-contained uplink and downlink subframes, the following may be feasible in NR depending on the design of the physical layer channels.
Observation 6: Self-contained subframe operation may be feasible with gaps on the order of ~1 OFDM symbol, and equivalently with X and Y on the order of 10s of us.
Proposal 5: Downlink control and data channels should be designed with flexibility to support single-interlace transmission to allow time-critical processing on the eNB side for immediate ACK processing and potential retransmission.

[bookmark: _Ref378529477]Conclusions
Observation 1: A fundamental sustainability threshold for UE modem processing throughput on the downlink is one symbol processed per symbol time.
Observation 2: In a self-contained DL subframe, the amount of gap between the end of the data channel to the beginning of ACK/NACK heavily impacts modem processing pipeline architecture and the hardware capability requirement.
Observation 3: Even with symbol-by-symbol processing, the pipeline depth may span more than one symbol time. This in turn imposes a requirement for the amount of gap. Reducing the payload towards the end of the data channel is an effective way to decouple pipeline design and the amount of gap required.
Proposal 1: UE capability framework should be designed to be flexible to facilitate hardware-efficient support for self-contained subframe.
Observation 4: Scaled numerology facilitates better pipelined processing and offers significant timeline advantage, which is especially crucial for self-contained UL centric subframe.
Proposal 2: Scaled numerology for the downlink control channel should be studied with applicability for uplink-centric and downlink centric self-contained subframe types.
Observation 5: Symbol-by-symbol construction and transmission of uplink data is crucial for reducing the latency in UE responses.
Proposal 3: Uplink reference signal and data channel should be designed to facilitate symbol-by-symbol processing on the UE. This study should extend up the protocol stack to ensure there is no roadblock and to identify potential cross-layer optimizations.
Proposal 4: UL burst channel structure should be designed with considerations for processing timeline to feedback ACK/NACK.
Observation 6: Self-contained subframe operation may be feasible with gaps on the order of ~1 OFDM symbol, and equivalently with X and Y on the order of 10s of us.
Proposal 5: Downlink control and data channels should be designed with flexibility to support single-interlace transmission to allow time-critical processing on the eNB side for immediate ACK processing and potential retransmission.
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Payload Tapering
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