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Introduction
This document provides some new text for the “7.1.1 General” section for the NB M2M candidate solution in the Technical Report. Note that this is introductory text, intended to provide the reader with a better understanding of the motivation for the NB M2M solution and its key design principles. We believe that this is very important for the NB M2M solution because it is a clean-slate solution, not an evolution of existing GSM, so many readers of the TR will be unfamiliar with the design principles.  Some of the basis for the proposed content can be found in [1], [2].
Proposed text for the TR
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7. 1 Narrow Band M2M (NB M2M)
[bookmark: _Toc405798845]7.1.1 General
7.1.1.1 Motivation for a Narrow-Band Air Interface
Desirable characteristics for a cellular system to support IoT communications include the following:
· Communication with devices which are in fixed locations with very poor radio coverage has to be supported, for applications such as meter reading.  A target of 20 dB coverage extension relative to legacy GPRS has been defined, implying a maximum coupling loss of 164 dB (plus antenna gain).
· Device autonomy has to be maximised, with a target of 10 years operation using a battery with 5 Wh capacity for a given traffic profile.
· The traffic profile is expected to comprise infrequent short messages, and so latency requirements are not demanding.
· The characteristics of the likely applications and of competing proprietary radio technologies imply that devices have to have low cost compared with current GSM devices.
Provided that the system meets these characteristics, it can also be seen that there is a very wide range of potential applications for the "Internet of Things".  A cellular system with ubiquitous coverage may be a very attractive alternative for IoT compared with short-range radio systems such as Bluetooth and Zigbee, as it does not require the user to provide local gateways.  In such applications the technical considerations may be somewhat different, for example:
· Portable devices such as personal trackers and low-value asset finders are less likely to be located in very challenging coverage, or have a need for 10 years battery life, but do require small batteries for portability.
· Fixed devices such as environmental sensors may experience better coverage, but very long battery life (measured in years) is often a critical requirement.
· Today, personal fitness and health monitors generally use short range communications technologies, with the users’ smartphones acting as a gateway.  Whilst this is a good solution for a consumer-oriented products and services, a connected health monitor with a critical medical application should not depend on the wearer having to provide and maintain connectivity. Instead a system with ubiquitous coverage and small but energy efficient modems is preferred.  For a medical device, a lower transmit power may also be beneficial in reducing interference to other devices.
7.1.1.1.1 Deployment Flexibility
The system needs to be able to be deployed in a very low system bandwidth in order to conserve spectrum and also to provide flexibility to exploit different types of available spectrum. Therefore, the system is designed for a minimum system bandwidth of 200 kHz downlink and 200 kHz uplink (potentially with some additional guard bands depending on the nature of other systems occupying the adjacent spectrum). This offers a wide range of deployment options, including re-farming of a GSM carrier or deployment in fragments of licensed spectrum, whilst still providing capacity for huge numbers of devices per cell. The system can also be deployed in a system bandwidth that is a multiple of 200 kHz, where even higher system capacity is required.
The modulation methods have been selected to minimize spectral leakage and so to mitigate coexistence issues with adjacent bands. This maintains maximum flexibility to deploy the system in a variety of possible type of spectrum.
7.1.1.1.2 Battery Technology
Although battery technology is considered to be out-of-scope of GERAN standardisation, it still needs to be considered when new requirements are addressed as it is a very important factor influencing system design[footnoteRef:1]. [1:  See for example RAN1 document R1-145016; Battery Technology Impacts on Maximum UE Transmit Power for MTC; Source: Sony; San Francisco, USA, 17th – 21st November 2014] 

· Today, most cellular phones use rechargeable (secondary) lithium ion (LiIon) cells.  This is acceptable for portable, personal devices which can be recharged periodically as required.  Though lithium secondary cells have quite high energy density and can support high discharge current, they self-discharge in days or months and are unsuitable for very long-lived devices.  Therefore, primary battery systems need to be used for many cellular IoT applications.
· For critical long-life applications such as meter reading, Lithium Thionyl Chloride (LTC) primary cells have been developed.  These have high energy density and low self-discharge rates, and can operate at very low temperature.  Cells in quite small form factors have capacity in excess of the target 5 Wh.  However, in order to maximise their operating life, it is important to minimise peak pulse current.
· Other battery systems, such as Lithium Manganese Dioxide or Alkaline Manganese, can also be considered for non-critical consumer applications.  These generally have lower energy density, poorer peak current performance, and degraded low temperature performance compared to LTC cells.
· In general, battery technology advances rather slowly compared, for example, with silicon implementation technology.  For conventional cellular systems, this has been a manageable issue, firstly because users accept re-charging, and secondly because of the relatively rapid churn of terminals as users upgrade.  However, for a system that is intended to be installed and left for 10 years, it is important to consider any potential limitations imposed by current battery technology that may be in the field for many years.
Conventional GSM has a peak output power from the terminal of 2 W (33 dBm) in bands below 1 GHz.  A typical device delivering 2 W requires a peak current from a nominally 3 V battery of 1.5 A.  Rechargeable LiIon cells can easily cope with this level of current, particularly as in their normal application the user accepts regular charging.  
By contrast, LTC primary cells, as usually specified for metering applications and which may have a nominal energy capacity of 16 or 32 Wh, are typically limited to peak discharge currents of 100 to 200 mA, otherwise there is quite severe capacity reduction.  Smaller batteries in more consumer-oriented form factors are even more limited.
Primary batteries can be supplemented by super-capacitors to mitigate the effects of high pulse currents.  However, the more the peak battery current is reduced, the lower the efficiency of the battery/capacitor system.  Furthermore, super-capacitor leakage current can also be comparable to the standby leakage current of the entire radio modem.  These issues can, to some extent, be mitigated by more complex charge management systems, but these in turn increase cost and introduce their own operational limitations.  Therefore, whilst super-capacitors can play a helpful role in battery management, they essentially do not remove the need to minimise peak current.
For this reason, it is desirable to achieve good coverage performance with reduced UE transmit power relative to legacy GSM. A reasonable nominal target is 23 dBm (200 mW), which corresponds to the maximum  power level adopted for 3G (WCDMA) and 4G (LTE) devices.
7.1.1.1.3 Coverage and Capacity
This section provides some theoretical background to the main system design principles based on information-theoretic considerations.
Overall, the radio interface needs to be able to meet the coverage requirements whilst minimising the total energy required for transmitting messages, as well as respecting the need to constrain the peak supply current drawn from the battery. Generally, for a given transmit power, the energy required to transmit a packet will be minimised when the transmit time is minimised, and therefore the packet should be transmitted at the maximum bit-rate commensurate with the channel conditions.  However, a higher bit-rate requires a larger channel bandwidth which implies a lower signal-to-noise ratio and therefore more error-control overhead.  
Figure 7.1.1.1.3-1 plots a typical cumulative distribution of the time-averaged coupling loss (defined as the loss between the connectors on base station and terminal equipment antennas for an assumed compound antenna gain of unity). This is for an example random distribution of devices in a circular cell under the following assumptions (note that these assumptions are intended for illustration of the key principle, and do not necessarily follow the detailed simulation working assumptions for the study).
· Operating frequency = 900 MHz.
· Cell radius = 3 km.
· Antenna gain and pattern are excluded – that is, the assumed compound antenna gain is 0 dB.
· Mean non-shadowed path loss follows the model L = 120.9 + 37.6log10(R) dB, R in km.
· Outside shadow fading is log-normal with standard deviation of 8dB.
· 30% of devices are in a building or other shadowed location with additional mean loss of 15 dB with standard deviation 10 dB.
· 20% of devices are in a building or other shadowed location with additional mean loss of 30 dB with standard deviation 15 dB.
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Figure 7.1.1.1.3-1:	 Coupling loss distribution
Legacy GSM supports a maximum coupling loss of 144 dB (assuming a modern base station).  It is apparent from the figure that 40% of devices in this example will have coupling loss in excess of this value.  To obtain 95% device coverage, the system should support an additional 21 dB coupling loss, so the maximum supported coupling loss should be ~165 dB.  Therefore it is important to consider methods of achieving coverage extension.  Such methods include the use of repetitive transmission with coherent combining, direct sequence spreading, and/or the use of alternative modulation/coding schemes.
In general, the system uplink is more likely to limit coverage than the downlink, due to the higher transmit power available from the base station.  To explore the radio interface design space independent of specific modulation, multiplexing and coding scheme details[footnoteRef:2], it is useful to consider the Shannon rate of the system as a function of transmit symbol rate: [2:  It is assumed that for reasons of simplicity and low-cost implementation of the device modem the system is SISO.] 


where  is the effective error-free bitrate;  is the transmit symbol rate; is the received carrier power; F is the receiver noise figure; and N is the thermal noise density.  Figure 7.1.1.1.3-2 plots the effective error-free bitrate versus the symbol rate for uplink transmit powers of 33, 23, 13, and 3 dBm. The assumed coupling loss is 164 dB, the base station receiver noise figure is 3 dB, and N is -174 dBm/Hz.
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Figure 7.1.1.1.3-2:	 Effective error-free transmission bitrate for various transmit powers, 164 dB MCL
These curves show that, depending on the available transmit power, there is little benefit in terms of information rate, and so energy per error-free bit, in using a high symbol rate.  At 23 dBm, the information rate saturates at 1.44 kbit/s, and a channel bandwidth of just 3.75 kHz achieves 1.23 kbit/s, which is a reduction of only 15% compared with the theoretical bound.  
Figure 7.1.1.1.3-3 compares the total error-free channel capacity of a number "N" of uplink sub-channels into which a given spectrum resource block is divided, on the assumption that each device transmits using the same uplink power irrespective of bandwidth.  The figure shows the aggregate uplink rate for all N sub-channels as a function of N, for the same assumptions on coupling loss and base station receiver noise figure as Figure 7.1.1.1.3-2, and for a total resource block bandwidth of 180 kHz.
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Figure 7.1.1.1.3-3:	 Aggregate error-free rate for multi-channel system
Consider a system using a single carrier frequency for the uplink in a 180 kHz bandwidth.  Figure 7.1.1.1.3-3 shows that for 23 dBm UE output power, the error-free rate is ~1.4 kbit/s.  Assuming 100% scheduling efficiency, this could therefore accommodate ~ 1.75 100-byte uplink messages per second from devices located in worst coverage.  By contrast, if the resource block is divided into 36 sub-channels, the aggregate error-free throughput becomes 47.3 kbit/s, or 1.322 kbit/s per carrier.  Each sub-channel can therefore carry 1.65 100 byte uplink messages per second, but the total throughput increases to 59.5 messages per second.  Furthermore, not all the narrow channels need to be dedicated to serving devices in poor coverage.  Instead, some may use higher order modulation and coding schemes that provide improved throughput and reduced latency for devices that have lower coupling loss, In addition, channels may be bonded to allow the symbol rate to be further increased for devices with even lower coupling loss.
7.1.1.1.4 Summary of Design Principles
The considerations described in the previous sections lead to a set of design principles for an air interface optimised for the CIoT requirements:
· The system can be deployed in a small bandwidth (200 kHz downlink, 200 kHz uplink), potentially with some additional guard bands depending on the nature of other systems occupying the adjacent spectrum. This offers a wide range of deployment options, including re-farming of a GSM carrier or using fragments of licensed spectrum, while still providing capacity for huge numbers of devices per cell. The modulation methods are selected to minimize spectral leakage and so to mitigate coexistence issues with adjacent bands.
· The available bandwidth, assumed to be based on GSM 200 kHz channelization, is subdivided into multiple narrower sub-channels, based on the observation that for a transmit-power-limited message communication system that must operate with large coupling loss, this approach maximises capacity.
· For the uplink, transmit power is preferably reduced compared to the +33 dBm specified for GSM, considering the peak current limitations of practical primary batteries.  The discussion above considered a power of 23 dBm for maximum coverage extension.  This leads to a suitable uplink sub-channel spacing of 5 kHz, which provides a good compromise between maximising capacity and avoiding implementation complications.  Bonding of sub-channels to provide a larger channel spacing and bandwidth may be used for devices with lower coupling loss.  Higher transmit powers are not precluded for devices using compatible battery technologies.
· The modulation options for the uplink should include constant envelope modulation that is compatible with low cost, high efficiency power amplifiers, potentially integrated onto the same silicon as the modem for reasons of cost reduction. The uplink modulation design should also support “polar modulator” transmitter architectures which provide high efficiency and a clean output spectrum, and are commonly used in ultra-low cost sub-1 GHz transceivers for license-exempt spectrum bands.  
· On the downlink, it is desirable to keep the power spectral density equivalent to the legacy GSM system, which means that the individual sub-channel power is decreased.  Overall, for the downlink there is benefit in limiting the number of sub-channels to obtain higher power in each, while still allowing simple equalisation at the UE receiver, and to use a uniform bandwidth to simplify UE processing through a common sampling rate and channel filter.
· The use of small sub-channel bandwidth is also advantageous to UE cost.  Sampling rate can be reduced, less sample storage is needed for coherent combining, and channel equalisation is simplified. All of these factors reduce digital complexity and digital power consumption.
7.1.1.2 Narrow-band M2M System Overview
Based on the above principles, to support massive number of low throughput MTC devices (UEs) with a limited number of 200 kHz resource blocks, each resource block is divided into a number of “narrow band” physical channels which are individually modulated and pulse-shaped. Channelization is done in a frequency division multiplexed (FDM) manner, for both the uplink and the downlink.  Resource is allocated for message-oriented data transmission in frequency and time on both downlink and uplink.
The downlink channelization supports efficient frequency re-use, which is important for maintaining overall system capacity, and low complexity equalisation at the UE receiver. It also allows separation of traffic for different UE coverage classes onto different physical channels which allows easier optimisation of MAC characteristics, such as latency, for each coverage class.  
The uplink channelization provides a very efficient means to improve the uplink coverage without compromising the uplink capacity. The channel spacing in the uplink is a fraction (e.g. 1/3) of that in the downlink. This creates many more physical channels in the uplink than in the downlink. With a significantly higher number of parallel uplink data transmissions, the aggregate uplink transmission power increases proportionately, and so does the achievable uplink capacity. 
Other techniques such as symbol rate spreading and burst rate repetition are employed in both the uplink and the downlink to further extend the coverage.
Unlike in GSM, the duration of a burst is variable, and a physical channel is only defined in the frequency domain, not in the time domain (i.e. there is only one physical channel per carrier). Different types of bursts can be carried on a physical channel, depending on the channel type.
The minimum system bandwidth is a single 180 kHz resource block which fits within a 200 kHz single GSM channel. Additional resource blocks can be used to increase network capacity, and can have the additional benefit of providing frequency diversity if they are sufficiently separated in frequency. The choice of resource block bandwidth allows the system to be deployed by re-farming one or more GSM carriers. However, other deployment options are also available, such as deploying the system stand-alone in any suitable fragment of spectrum, or potentially within the guard-bands of another system.
The base station operates in RF full duplex mode in order to maximize network capacity.  Radio terminations operate in half duplex mode to reduce the RF cost.
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