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Common Feedback Channel for MBMS Data Transfer
1. Introduction
In G2-030470, GP-032604 [1], GP-040301 [2] and other contributions the idea to add feedback information to a GERAN MBMS ptM bearer was introduced. The goal was to define an efficient and flexible strategy where retransmissions are linked to the number of receivers and their radio channel quality conditions. The outcome is that bandwidth over the radio interface can be allocated in a flexible way and radio resource optimization can be achieved. 

Two ideas were initially proposed to realize the feedback channel. The first solution foresees the definition of a CFCH (Common Feedback Channel), where negative acknowledgements are sent as access bursts at precise times. The second one was defined as a “PDAN-like” solution.
The most promising approach seems to be the first solution, for the following reasons:
· All MS’s may send feedback, while staying in idle mode
· MS’s don’t need to be addressed/time-aligned
· Cell change handling is very simple, there is no need for any kind of reconfiguration. A MS that moves to another cell just becomes another additional NACK source in the new cell

2. Basic principles of the Common Feedback Channel
The idea is that feedback messages are sent by all interested MS’s as access bursts on a Common Feedback Channel at a precise time:
· If a MS does not decode
 the RLC block transmitted at time t, it will send an access burst at time t+Δt

· If a MS successfully decodes the RLC block transmitted at time t, nothing is transmitted on the feedback channel at time t+Δt
The consequence is that, if an access burst is detected at time t+Δt, the network realizes that the block transmitted at time t has not been received (at least) by one MS.
If several MS’s send access bursts at the same time and they collide, there might be no problem since they all carry the same info (i.e. loss of block sent at time t). The information is not the content of the access burst, but the presence of the access burst itself. Therefore, different solutions can be investigated, enabling the network to detect at least one of them, even during collisions. In [3] a possible approach to address this issue is shown, still exploiting a conventional access burst structure. Simulations have been run and very promising results – in terms of NACK detection probability - have been found.
Anyway, Note that if some spurious nack is detected, there is the risk to perform some useless retransmission – thus wasting bandwidth and reducing performance – but the overall procedure still works.
If n RLC blocks are sent at time t, n different feedback channels are needed. In other words, every DL MBMS data channel (TS) has to be associated with a common uplink feedback channel. 

Note that for every uplink channel there are 4 opportunities to send access bursts (→4 feedback channels). As an example, Class 8 MS’s (4+1) allow transmission on 4 DL TS with all needed feedback capacity
.
Feedback is meant to enhance the p-t-M delivery, but the goal is not to realize a fully acknowledged protocol. The idea is that, even if a feedback is received saying that some RLC blocks were not received, retransmissions can anyway be skipped by the transmitter. In this way a single bad link does not necessarily hinder the overall p-t-M transmission.

In any case, the described access strategy to the CFCH can be the same independently on the retransmission strategy that will be used and/or any additional coding on top of RLC layer. 
This proposal may therefore work in combination with outer coding techniques at RLC layer [4]. Nevertheless, if outer coding is used, it is not necessary to send a negative acknowledgement for every RLC block in error. A proposal to optimize the behaviour when outer coding is used is outlined in the next section.
2.1.
Operations with Outer Coding at RLC layer
The basic idea, when outer coding and a feedback channel are used together, is that once systematic and parity blocks are prepared at transmitting side (see [4]), only the systematic ones are initially sent, while the parity ones are used to provide additional redundancy only once a negative acknowledgement is received.
In other words, as described in [4], for a code (n,k) the outer coding unit 

· generates n-k parity blocks from k systematic blocks
· assign BSNs to the n RLC blocks, with the following rule:

· systematic blocks will be assigned BSN = (M·n,…, M·n+k–1)
· parity blocks will be assigned BSN = (M·n+k,…, M·n+n-1) 
where M is the outer code block number starting from zero. 

But then, if the CFCH is used, only (M·n,…, M·n + k–1) blocks are initially transmitted, while parity ones are sent only upon feedback reception.
Every time a negative acknowledgement – referred to the reception of the systematic blocks - is received, p parity blocks (M·n+k,…, M·n+k+p-1) are transmitted (where p is a divisor of n-k). If a further nack is received – referred to the first p parity blocks – other p parity blocks (M·n+k+p,…, M·n+k+2·p-1) are sent and so on, until no nack is received or all the n-k parity blocks have been sent.
At the receiving side, every MS will send a negative acknowledgement in the following cases:

1. every time the detection of the header of an RLC/MAC block (with its BSN) fails.
2. when, after detecting (from the BSN) the outer code block number M and outer code segment i (i= 1, …, n), the MS computes the number of still expected blocks (LastM – i) and realizes that the following condition is true
 

(number of already received RLC blocks)M  + (LastM – i) < k
where LastM is the last expected outer code segment for outer code block number M, and is equal to k during the transmission of the k systematic blocks, to k+p during the transmission of the initial p parity  blocks, to k+2·p…
What is important is that, once a nack for block M is sent, a flag is internally set, and no other nack for the same outer code block can be sent during the transmission of the current set of blocks (k systematic, first p parity, second p parity ones, etc.). This also means that, besides knowing k and n, the receiver needs to know p as well.
With this approach it is possible to reduce the number of nacks on the CFCH. Some results when using this strategy are outlined in [5].
Obviously this approach is more powerful with EGPRS, since the header and the data part are separately coded, so that it is often possible to detect at least the header and, in many cases, avoid the transmission of useless negative acknowledgements. Nevertheless, from this point of view, the approach remains feasible for GPRS as well. 
Another possible issue with GPRS is that the Sequence Number Space (SNS) is somewhat reduced (i.e. 128) so that - depending also on the maximum value for n – not too many outer code blocks can be uniquely identified at a time through the BSN. It is ffs if this is really a problem. In case:

· other fields in the header (not used for the MBMS bearer) could be used to enlarge the SNS.
· Some bandwidth for outer code block numbering could be stolen to the data part. (Again, since in GPRS the header is coded together with the data part, it is not essential to derive such information only from the RLC/MAC header).
Note also that, in principle, other approaches are possible/could be investigated to make outer coding and CFCH coexist .
2.2.
Open issues
Two main issues were anticipated in the papers and discussed during previous presentations. 

· Possible interference (on other cells) if several MS’s send many access bursts at the same time. 
This was partly addressed in GP-040302 [6], containing some simulation results. More results are contained in GP-041008 [5] showing the average occupancy of CFCH.
· Degraded performance due to false nack detection at the network. 

As anticipated, this is handled in [3].
3. Further characteristics of the CFCH proposal
3.1.
Radio resource sharing with other services
As shown in [5, 6] by exploiting feedback information and adopting a selective retransmission strategy a performance gain can be achieved with respect to the pure ptM delivery. For instance, in [5] it is shown that a higher throughput (per TS) can be achieved, while maintaining the same SDU error rate. The precise gain may differ across different cells, since it depends on the number of users, their radio channel quality conditions, etc. Therefore, using the radio resources in an exclusive way, the same MBMS application could experience different throughputs in different cells, i.e. different download times!. 
This is clearly inapplicable for Streaming applications, where some defined throughput and delay requirements must be maintained in any cell.

But considering that there is a synchronization requirement for Download applications as well (as pointed out during the MBMS joint meeting in Baden), the throughput should be the same in all the cells also in the Download scenario!
Note that – if the synchronization requirement for Download applications will be confirmed -  it is our interpretation that Streaming and Download scenarios put the same “qualitative” requirements to the GERAN bearer (the “quantitative” requirements may be different, e.g. the SDU error rate can be higher in the Streaming case), so that both of them could be identified by the same Traffic Class. This should be the Streaming Traffic Class, or a new one, but anyway characterized by precise throughput and delay requirements.
Anyway to fully exploit the benefits of the “p-t-M with feedback” solution (i.e. the flexible bandwidth requirement to carry a given service), the idea is to allow radio resource sharing with other services. In this way the same throughput can be guaranteed across different cells and what varies is the needed bandwidth to support this.
If the timeslot configuration is shared with other TBFs, there is the risk that the header of a radio block intended for another TBF is not correctly received by a MS listening to the MBMS bearer. In this case such MS will send a negative acknowledgement on the CFCH, occupying the feedback channel even when not needed. This is not a problem if the timeslot(s) used for the CFCH is allocated in an exclusive way (i.e. no other TBF is allocated onto that timeslot). There will be no collision with other TBFs and the network will simply receive a spurious negative acknowledgement, but with no risk of misunderstanding. In fact the network can easily detect that the nack relates to a radio block not belonging to the MBMS bearer, thus skipping any retransmission.
The only possible risk is the increase of uplink interference towards other cells, and this has to be considered in simulations as well.
3.2.
Enabling/Disabling feedback  
The possibility to send feedback on the CFCH could be enabled/disabled by the network (also in a dynamic way, during the MBMS transmission), e.g. via some control message. 
In this way the network could take some countermeasures to keep under control the interference level in uplink. For instance, if the interference level increases, the network may decide to release the CFCH and always provide a few retransmission for every block, instead of performing selective retransmissions based on feedback.
Another solution would be to define a counter in the MS so that no more than X nacks can be sent in a row. If the counter exceeds a given threshold, a penalty timer may inhibit the MS to access the CFCH for a while. These parameters could be configured by the network so that it would be possible to balance interference and percentage of mobiles that will possibly need the “ptp repair” session.
Again, the possibility to enable/disable feedback can be used to support timeslot allocations currently not compatible with the CFCH proposal (i.e. DL/UL ratio higher than 4:1).
3.3.
Recounting 

The CFCH could be used to perform a rough - but sufficient! - recounting procedure during the session. Until the network receives negative acknowledgements on the CFCH, it can infer that there are users in the cell willing to receive the service. If the radio quality is too good and no nack is received for a while, the network could explicitly ask the mobiles to access the CFCH, for instance setting the (E)S/P bit in some DL control block.
3.4.
Power Control/ Link Adaptation
As mentioned above, the presence of the CFCH does not imply any specific retransmission strategy, that should be implementation dependent. 
In addition, the CFCH enables the possibility to adopt link adaptation strategies and/or power control. For instance, if no nacks are received for a while – thus indicating good radio quality  for all the links – the transmitter could decide to lower the transmission power. 
The introduction of the CFCH breaks the assumption of always transmitting at maximum power in ptM!
As a note, even the transmission of nacks on the CFCH could be power controlled. Access bursts don't have to be sent at maximum power, but at a "suitable" power derived from network indications + DL measurements at the MS. This would help in limiting interference problems towards other cells. 
3.5.
Parallel MBMS Bearers

During the discussion in WG1 at GERAN #18, the question was raised whether the CFCH proposal is compatible with multiple parallel MBMS Bearers. The answer is yes, provided that each MBMS bearer is clearly associated to its specific CFCH. 
For instance, if four parallel MBMS bearers have to be provided in a cell, four contiguous
 DL timeslots could be allocated, one for each of them. Then the same UL timeslot could host the four corresponding CFCHs: the opportunity to send an access burst during the first frame (of a radio block) would be used to send a nack for the first MBMS bearer (i.e. the bearer allocated onto the first DL timeslot), the opportunity to send an access burst during the second frame would be used to send a nack for the second MBMS bearer, and so on.

More complex associations are also possible.
4. Conclusions

The basic principles and some extra characteristics of a CFCH-based solution for MBMS data transfer have been outlined in this paper, showing the feasibility and the benefits of the proposal. 

An approach to enable the inter-operability with an outer coding strategy at the RLC layer has also been shown.

The MBMS bearer adopting the CFCH would be very similar to a legacy ptp DL TBF. For instance, it could share downlink radio resources with other MBMS bearers and with legacy TBFs. In addition, in principle even power control could be applied.
Simulation results to support the proposal were presented at the last meetings (e.g. in [6]) and are also contained in other contributions submitted to GERAN#19 (see [3] and [5]). 
Considering this, Siemens proposes to consider the “ptM with CFCH” solution as the best alternative (to pure ptM!) for the definition of the MBMS bearer in GERAN.
A Draft CR is provided in [7] to include the CFCH solution in TS 43.246 as a way to provide resource efficient data transfer for MBMS.
5. References
[1]
GP-032604, “p-t-M with feedback for MBMS delivery: overview”, Siemens
[2]  GP-040301, “Common Feedback Channel for MBMS delivery”, Siemens
[3] 
GP-040715, “Burst structure for the CFCH”, Siemens
[4]  GP-040716, “Proposal for Outer coding for MBMS”, Siemens
[5]
GP-041008, “Performance of Retransmission Strategies for MBMS Data Transfer”, Siemens
[6]
GP-040302, “Performance of a CFCH-based retransmission strategy for MBMS delivery”, Siemens
[7]  GP-041006, “Draft CR to TS 43.246: User feedback using the CFCH”, Siemens




































� If the data part cannot be decoded, but the header is successfully received AND the BSN corresponds to an already received block, the MS will NOT send an access burst


� Δt is a fixed value throughout the MBMS transmission


� This assumes that there is at most one RLC block per radio block.


� In any case timeslots must be contiguous, to enable a given MS to listen to all of them.





