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1. Introduction
The current GTP message format in many cases cannot be parsed by a receiver based solely on the message grammar as documented in 3GPP TS 29.274. 
The issue occurs for cases when an IE type is used repeatedly as a optional or conditional element.. This also means that even an optional IE of the same IE type cannot be added in a later 3GPP specification when there are optional or conditional IEs of that IE type already present. We document several messages with such issues here.
A related issue is that 3GPP TS 29.274 has not formally specified the ordering of IEs and current usage in 3GPP TS 29.274 does implicitly assumes IE order in several locations. We document some of those issues here.
These problems need to be addressed short term so that the GTPv2 protocol is functional in Release 8.  Long term the protocol needs to be properly extendable for future 3GPP releases. 

What is required is some backward and forward compatable way to distinguish between two or more IE that have the same IE type. 

The CR provides 6 possible solutions to this issue.  Two methods are recommended and the needed changes to 3GPP TS 29.274 v1.2.0 are implemented for one of them (Alternative D) in a related CR C4-082600. 

2. Reason for Change
The basic issues are most easily pointed out by examples from TS 29.274 v1.2.0.

Example 1  The Delete Bearer Request from 3GPP TS 29.274 v1.2.0

Start quoted section 
7.2.9.2
Delete Bearer Request 
A Delete Bearer Request is shall be sent as part of PGW or MME initiated bearer deactivation procedures. This Request is sent by the PGW to the SGW and may be forwarded to the MME.Table 7.2.9.2 specifies the presence of IEs in this message.

Table 7.2.9.2: Information Elements in a Delete Bearer Request

	Information elements
	P
	Condition / Comment
	CR
	IE Type

	EPS Bearer ID (EBI)
	C
	If the request corresponds to P_GW initiated detach procedure to deactivate a dedicated bearer, this IE contains the bearer(s) that shall be torn down by the SGW 
	1
	EBI

	Linked EPS Bearer ID (LBI)
	C
	If the request corresponds to P-GW initiated detach procedure to deactivate all bearers belonging to a PDN connection, then this IE shall be included to indicate the default bearer associated with the PDN being disconnected.

If the request corresponds to a MME initiated detach procedure, this IE shall not be present.
	1
	EBI

	Procedure Transaction Id (PTI)
	C
	If the request corresponds to UE requested bearer resource release procedure for an E-UTRAN, this IE shall be included. 


	1
	PTI

	Operation indication
	C
	 If this IE is included then the message shall be forwarded to the MME.
	1
	Operation indication

	Private Extension
	O
	None
	0
	Private Extension


End quoted section 
Suppose the message is a P_GW initiated detach and the sender of the  "Delete Bearer Request" only includes one IE of type "EBI".  
Since there is only one IE of type "EBI" and both EBI are listed as conditional then how is the receiver of the "Delete Bearer Request" messsage to determine if the received IE is the "EPS Bearer ID" or the "Linked EPS Bearer ID" ?  
The sender knows which EBI is sent but the receiver cannot based on the message grammar given. In fact which of the two IE is present appears to be used to indicate if the intended action is to release the whole PDN connection or only one bearer is be released. 
This particular message format seems to implicitly assume that the order of EBI being received is being used but it cannot be in the current form of GTPv2 unless both IE are included by the sender (or neither).

The above message specification has an ambiguous grammar since there are two conditional IE that are both of type EBI. 
While the grammar can be corrected by making say the " EPS Bearer ID" mandatory which removes flexibility but also requires a slightly more complex analysis by the receiver (i.e. similar to Diameter see RFC 3588)..  That fix is only temporary. Suppose a third IE of type EBI is added in a later release. In that release including two EBI types in the sent message would be ambiguous again in the receiver for the later release. It would also result in incorrect interpretation of the second IE in the existing release if the first and third IE is actually sent (the receiver would think the third IE is the second IE).
Example 2   The Bearer Context List within Create Session Request from 3GPP TS 29.274 v1.2.0

Start quoted section 
Table 7.2.1b: Bearer Context List within Create Session Request

	Bearer Context List IE Type = 98 (decimal)

	Length = n (decimal)

	# of Bearers = m (decimal)

	For each bearer:


	Information elements
	P
	Condition / Comment
	CR
	IE Type

	EPS Bearer ID
	M
	
	1
	EBI

	Cause
	C
	Not used in Request messages
	1
	Cause

	UL TFT
	O
	
	1
	Bearer TFT

	DL TFT
	O
	
	1
	Bearer TFT

	S1 eNodeB F-TEID
	C
	Present in:

· S11 message at eUTRAN handover/TAU
	1
	F-TEID

	S1 SGW F-TEID
	C
	Not used in Create Session Response
	1
	F-TEID

	S4-U SGSN F-TEID
	C
	S4 usage only
	1
	F-TEID

	S4-U SGW F-TEID
	C
	S4 usage only
	1
	F-TEID

	S5/8-U SGW F-TEID
	C
	Handover/TAU (S5/8)
	1
	F-TEID

	S5/8-U PGW F-TEID
	C
	Handover/TAU (S11)
	1
	F-TEID

	S12 RNC F-TEID
	C
	S12 usage only
	1
	F-TEID

	S12 SGW F-TEID
	C
	S12 usage only
	1
	F-TEID

	Bearer Level QoS
	C
	
	1
	Bearer QoS

	Legacy QoS
	C
	
	1
	Legacy QoS

	Charging Characteristics
	C
	To be included according to TS 32.251
	1
	Charging Characteristics

	Charging Id
	C
	
	1
	Charging Id

	Prohibit Payload Compression
	O
	
	1
	


End quoted section 
There are actually three problems here. The first two are similar to Example 1. 

First the UL TFT and DL TFT are both Bearer TFT type and both are optional. Hence, if only one IE is sent in the message the receiver cannot determine whether that  "Bearer TFT" is the uplink TFT or the downlink TFT. The received message is again therefore unparsable by the receiver when only one Bearer TFT IE type is included.  

Second, we have 8 IEs all of type F-TEID and all are conditional. From within the scope of this IE this cannot be parsed using only IE type if fewer than 8 IEs are included.   Note this issue for F-TEID specifically has been addressed functionally if  CR C4-082609 is approved since then the F-TEID will have sufficient information embedded into itself to determine which interface the F-TEID belongs to. Even then the solution does not work for adding IEs in a later release (see Example 4 below which details this for F-Container and F-Cause). .
Regardless, requiring the GTP message parser to parse the content in the F-TEID before determining which IE it actually being used is a complication to the GTPv2 parser. It would not be needed with any of the proposed solutions given below..

Third, while not stated in 3GPP it is apparent that there is an implicit assumption that the one mandatory IE (EPS Bearer ID) is acting as a delimiter between each Bearer Context in the Bearer Context List. That only works if the EPS bearer ID is sent physically on the wire in the order indicated above and the receiver uses the order of EPS bearer ID to delimit between each bearer.  If such complex grammars are being defined and required there must be statements in 3GPP 29.274 v1.2.0 to reflect such requirements on the GTP parsers or simpler rules must be applied. 
Example 3   Modify Bearer Request from 3GPP TS 29.274 v1.2.0

Start quoted section 
Table 7.2.7a: Information Elements in a Modify Bearer Request

	Information elements
	P
	Condition / Comment
	CR
	IE Type

	ME Identity (MEI)
	C
	Sent on S5/S8 in case of Gn/Gp SGSN to MME TAU
	1
	MEI

	Serving Network
	C
	Sent in case of TAU with MME change

Sent in case of RAU with MME interaction
	1
	Serving Network

	RAT Type
	C
	Sent on S11 in case of TAU with MME change, UE triggered Service Request and I-RAT Handover

Sent on S5/S8 in case of RAT type change

Sent on S4 in case of RAU with MME interaction
	1
	RAT Type

	ISR
	C
	Sent on S11 in case of TAU with MME change and in case of I-RAT handover

Sent on S4 in case of RAU with MME interaction
	1
	Indicator?

	Sender F-TEID for Control Plane
	M
	MME-S11 / SGSN-S4 / SGW-S5/8
	1
	F-TEID

	PGW S5/S8 Address for Control –Plane
	C
	Sent on S11 in case of Handover or TAU if GTP based S5/S8
	1
	F-TEID

	PGW S5/S8 PMIP Address
	C
	Sent on S11 in case of handover with MME relocation if PMIP based S5/S8
	1
	F-TEID

	PGW GRE Key
	C
	Sent on S11 in case of handover with MME relocation if PMIP based S5/S8.

Sent on S11 in case of I-RAT handover if PMIP based S5/S8
	1
	

	Handover Indication
	C
	Set in eUTRAN initial attach or in UE requested PDN connectivity if the UE comes from non-3GPP access
	1
	Indicator?

	Scope Indicator
	C
	Sent on S11 in case of S1 release procedure to release all S1-U bearers for the UE
	1
	Scope Indicator

	Aggregate Maximum Bit Rate (AMBR)
	C
	Sent in case of 3G SGSN to MME combined hard handover and SRNS relocation procedure
	1
	AMBR

	Delay Downlink Packet Notification Request
	C
	Sent on S11 in case of UE triggered Service Request
	1
	Delay Value

	Bearer Contexts
	M
	
	1
	Bearer Context List

	Private Extension
	O
	None
	0
	Private Extension


End quoted section 
Note that Indicator IE type is proposed to be used twice and both are Conditional.  So an ambiguous grammar exists again as in Example 1. 

The F-TEID IE type is used three times. Assume two F-TEID are sent.  The first F-TEID is mandatory which lets the receiver tell the first IE is " Sender F-TEID for Control Plane". The second received F-TEID could be either " PGW S5/S8 Address for Control –Plane " or " PGW S5/S8 PMIP Address ".  In theory the existence of the GRE key would then tell you which was included. However, the F-TEID is proposed to have the GRE key included (both TEID and GRE key are 32 bits wide)  so the GRE key might not be a separate IE type. 
Example 4   Forward Relocation Request from 3GPP TS 29.274 v1.2.0

Start quoted section 
Table 7.3.1: Information Elements in a Forward Relocation Request

	Information elements
	P
	Condition / Comment
	CR
	IE Type

	IMSI
	M
	None
	1
	IMSI

	S3/S16/S10 Address and TEID for Control Plane
	M
	This IE specifies the address and the tunnel for control plane message which is chosen by the source MME/SGSN.
	1
	F-TEID

	
	
	
	
	

	MME/SGSN UE EPS Bearer Contexts
	M
	
	1
	PDN Connection List

	MME/SGSN UE MM Context
	M
	None
	1
	MM Context

	Indication
	C
	This IE is included if direct forwarding is This IE shall not be included if the message is used for SRNS relocation procedure.
	1
	Indication

	E-UTRAN Transparent Container
	C
	This IE shall be included if the message is used for UTRAN/GERAN to E-UTRAN inter RAT handover procedure, intra RAT handover procedure and 3G SGSN to MME combined hard handover and SRNS relocation procedure.
	1
	F-Container

	UTRAN Transparent Container
	C
	This IE shall be included if the message is used for PS handover to UTRAN Iu mode procedures, SRNS relocation procedure and E-TURAN to UTRAN inter RAT handover procedure.
	1
	F-Container

	Target Identification
	C
	This IE shall be included if the message is used for SRNS relocation procedure and handover to UTRAN/E-UTRAN procedures.
	1
	Target Identification

	HRPD access node S101 IP address
	C
	This IE shall be included only if the HRPD pre registration was performed at the source MME
	1
	S101-IP-Address

	1xIWS S102 IP address
	C
	This IE shall be included only if the 1xRTT CS fallback pre registration was performed at the source MME
	1
	S102-IP-Address

	S1-AP Cause
	C
	This IE is the information from the source eNodeB, the source MME shall include this IE in the message.
	1
	F-Cause

	RANAP Cause
	C
	This IE is the information from the source RNC, the source SGSN shall include this IE in the message.
	1
	F-Cause

	ISR Indication
	C
	This IE shall be include if the source MME/SGSN is capable to establish ISR for the UE or if the ISR is activated, the source MME/SGSN to indicate the target SGSN/MME maintain ISR for the UE in the inter RAT handover procedures.
	1
	Indication

	BSS Container
	C
	This IE shall be included if the message is used for PS handover to GERAN A/Gb mode and E-UTRAN to GERAN A/Gb mode inter RAT handover procedure. 
	1
	F-Container

	Cell Identification
	C
	This IE shall be included if the message is used for PS handover to GERAN A/Gb mode and E-UTRAN to GERAN A/Gb mode inter RAT handover procedure.
	1
	Cell Identification

	BSSGP Cause
	C
	This IE is the information from source BSS, the source SGSN shall include this IE in the message.
	1
	F-Cause

	Selected PLMN ID
	O
	The Selected PLMN ID IE indicates the core network operator selected for the UE in a shared network. The old SGSN shall include this IE if the selected PLMN identity is available.
	1
	Selected PLMN ID

	EPS Bearer Contexts Prioritization
	O
	When the EPS Bearer Context Prioritization IE is included, it informs the target MME/SGSN that the EPS bearer Contexts are sent prioritized.
	1
	Contexts Prioritization

	Private Extension
	O
	None
	1
	Private Extension


End quoted section 
First there seems to be no clear pattern to the ordering but ordering of some type is being used since we have the same IE type listed more than once.  For example GTPv1 ordering can't be even loosely intended here since there is a gap between IE of same type. Using Mandatory as a flag to make later IEs parsable is not being used either since only the first 4 IEs are mandatory and none of them is repeated later.
Indication type is used twice and both are conditional.   Hence, the message format is insufficient to tell the difference between these to IE's when only one of the IEs is present. 
Similarly F-Container appears 3 times all conditional. F-Cause appears 3 times all conditional. 
However, F-Container has an internal 4 bit field called  "Container Type" and F-Cause has an internal 4 bit field " Cause Type".

So in theory after parsing each of the IE's content the identity of the IE can be resolved.  This requires a more complex parsing rule to identify the IEs and is not in the realm of the "GTP" layer but the application layer (i.e. the node has  to look at more than the header of the IE and the message grammar to deduce which IE is which)..
Even then there is a problem is for future 3GPP releases. Suppose a later 3GPP release needs to add a new F-Container  in a new optional position with a new value of "Container Type"  the receiver in the old release will try to parse that IE (it will match if it appears in either of the first two positions since F-Container appears twice above).  . However, the old release will have to interpret this as an error since there is no way to tell the difference between a release 8 node sending a malformed IE and a later release sending an IE in an optional position. This makes it impossible to add optional IEs of that type in future 3GPP releases. 
Of course F-Cause has the same issues.

The grammar above is likely to also be too verbose since only one F-Container and one F-Cause is probably in use at a time in the message (at least without ISR).  I.e. the grammar seems to be using two different concepts at same time (order as shown in the message and "Container Type").  Again it is not clear if the order is to considered as meaningful or not here. 
End quoted section 
Example 5   Delete Session Request from 3GPP TS 29.274 v1.2.0

Start quoted section 
Table 7.2.9.1: Information Elements in a Delete Session Request

	Information elements
	P
	Condition / Comment
	CR
	IE Type

	EPS Bearer ID (EBI)
	C
	If the request corresponds to UE, MME or HSS initiated detach procedures for tearing down dedicated bearers This IE contains the bearer(s) that shall be torn down by the SGW
	1
	EBI

	Linked EPS Bearer ID (LBI)
	M
	If the request corresponds to UE, MME or HSS initiated detach procedures for tearing down default bearer, then this IE shall be included to indicate the default bearer associated with the PDN being disconnected.


	1
	EBI

	Operation Indication (OI)
	C
	FFS
	1
	Indication

	Private Extension
	O
	None
	0
	Private Extension


End quoted section 
This grammar is actually NOT ambiguous. However, second EBI type is marked as mandatory and the first is marked as conditional.  The majority of other messages are using Mandatory first then Conditional.  It is even possible the author of this message might believe the message should be parsed from bottom to top. 

While Diameter uses a message grammar based on pattern matching based it has strict rules (see RFC 3588 especially the ABNF grammar requirements) that allow a receiver to match each AVP as it is parsed from the front the Diameter message (and each grouped AVP). There is obviously no such rule being applied in GTPv2 so far. .

There are additional examples of ambiguous GTPv2 grammars in 29.274 and also all the existing GTPv2grammars cannot be extended with the same IE types more than once.  Some type of correction is clearly required. .
So far we have addressed functional faults.

There is also a more pragmatic view from an implementation point of view and system capacity viewpoint. 
Generally a protocol that requires fairly deep parsing and matching to actually determine which IE will be more error prone and take more CPU time than needed especially in the early phases of the parsing. Such CPU time is wasted if the message is invalid.
Ideally, GTPv2 protocol should allow something close to the following. There would be at least two layers in the software. One layer is the GTPv2 basic protocol layer handling transactions, retransmissions and routing to the application layer and an application layer handling the upper layer functions.   Assume a  GTPv2 message is received by GTPv2 layer.. The GTPv2 layer after checks and handling for retransmitted requests or responses would start parsing any GTP meeasge. Ideally only the simplest parts of the GTPv2 message structure should be needed to identify which IE is which n the message (i.e. (T,L) part of (T,L,V) ) or similar data). This should not involve complicated pattern matching, deep parsing or detailed knowledge of the IE content or understanding the application procedures themselves at this point.  A shallow parsing of the IEs might also be done at this point.  This low layer of GTPv2 does any checks to see if a Mandatory IE is  missing or an Mandatory or Conditional IE fails to parse and responds with an error.  If a mandatory IE is missing or other basic parsing error occurs up to this point less CPU time has been wasted since the application layer has not been involved .  If no errors are detected then the parsed message is passed to the application layer. The application layer would certainly have checks on the conditional parts based on current local state and can also return an error. A good protocol design should allow something similar to this to occur.  Protocols such as SIP, Diameter,HTTP, SS7 and GTPv1 allow this type of layered model and handling to work . The possible solutions provided below allow this type of early parsing to be done even with repeated IE types in GTPv2. This can be considered a side benefit of the proposals.
Finally, there is also some issues on IE ordering and repeated IE in the text from 3GPP TS 29.274 v1.2.0

Start quoted section 
7.6.11 
Out of Sequence Information Elements
If two or more information elements are out of sequence in a message, the receiving node shall discard the message and should log the error. In addition, if the message was a Request, the receiving node shall return a Response with Cause set to 'Invalid message format'.

Editor's note: Do we want to keep it this way or can we send IEs in any order?
7.6.13 
Repeated Information Elements

If an information element is repeated in a GTP signalling message in which repetition of the information element is not specified, only the contents of the information element appearing first shall be handled and all subsequent repetitions of the information element shall be ignored. When repetition of information elements is specified, only the contents of specified repeated information elements shall be handled.

Editor's note: Processing shall be continued but a Cause value shall be sent back a value set to "unexpected repeated IE" together with the repeated IE. When repetition of information elements is specified, only the contents of specified repeated information elements shall be handled.

End quoted section 
From the Editor's note in clause 7.6.11 we conclude that GTPv2 has not yet specified whether the IEs must be sent in order or can be sent in any order. 

On the other hand clause 7.6.11 and 7.6.13 imply that the IEs must be sent in order , in 7.6.11 to detect out of order IEs and in 7.6.13 to determine which IEs of a repeated IE  in a message are first. Both clauses imply that later specs may add more IEs to a message.   

The current specification never defines how IE are ordered in a message. Hence, the above sections on ordering are impossible to implement.  This needs to be resolved either with a defined required ordering or removing the requirement on ordering IEs entirely (later is only possible if there is additional information attached to the IE as we are proposing in Alternatives B through F below). 

We do have ordering in GTPv1 from TS 29.060 v7.6.0  (Release 7 freeze)  (virtually any version since 1999 has this text or equivalent though section numbers can vary between section 7.7 to 7.9)

From TS 29.060 v7.6.0  (Release 7 freeze)
Start quoted section 
7.7
Information Elements

A GTP Signalling message may contain several information elements. The TLV (Type, Length, Value) or TV (Type, Value) encoding format shall be used for the GTP information elements. The information elements shall be sorted, with the Type fields in ascending order, in the signalling messages. The Length field contains the length of the information element excluding the Type and Length field.

End quoted section 
--------------------------------------------------------------

This conflict in the specification must be resolved to have a usable GTPv2 protocol.

The proposed solution is to create an "instance value” that together with the IE type estabilishes a unique and permanent mapping between the IEs specified in the GTPv2 message grammar the IEs on the wire in the GTPv2 messages.

First we must assume that  IE ordering within one IE type is already documented implicity in 3GPP TS 29.274.  The only alternative would involve major changes to the text in 3GPP TS 29.274 which is not desirable at this point in time  .

The question of whether the IEs of different type are to be ordered could be deferred since all the solutions below are insensitive to ordering between different IE types.  However, the suggested approach is to follow the rule that IEs are sent on the wire in order of ascending order of IE Type number. This is to align with the existing GTPv1 rule and also allow a parser to use order if it so chooses as an efficiency.

We give 6 possible approaches to solving this issue. The advantages and disadvantages of the different approaches are summarized in the Table in the Conclusions section. 
2.2 Alternative A - Include empty IE as placeholders
We will denote an IE of length 0 an "empty IE" i.e. L=0  in the IE's  (T,L,V) format. We will use such "empty IE" as a placeholder in the GTPv2 message for IEs that are not used but logically precede a used IE of the same type in the defined message format. 
This trick maintains the order of messages from the top of the GTPv2 message downward so the physical order sent on the wire for that IE type is the exact same order as documented in the message description in 3GPP TS 29.274. Note this also means the GTPv2 message content at the receiver will have to be parsed from top to bottom.
This gives a one to one correspondence of non-empty IEs in the GTPv2 message with the correct IE from the message description in  3GPP TS 29.274.
For example, consider the "Delete Bearer Request" message (see table for that message above)  there is only one IE type that is repeated and that is the EBI type. The IEs for EBI type in order are "EPS Bearer ID" and "Linked EPS Bearer ID" as documented in 3GPP TS 29.274.

If the sender needs to logically have "EPS Bearer ID" not used and "Linked EPS Bearer ID"  used all it needs to do is the following. The sender physically encodes a zero length IE of "EBI type" to represent "EPS Bearer ID" and then follows it with normally encoded value "Linked EPS Bearer ID".

The GTPv2 protocol layer parses the received GTPv2 "Delete Bearer Request" starting at the top of the message. The receiver sees the first IE of "EBI type" and knows that is "EPS Bearer ID" from the defined message format in 3GPP TS 29, however it also sees it is of zero length so it is "placeholder" and not a real IE so the IE "EPS Bearer ID" is marked as unused and not passed as a real IE to the other layers . When the second IE of "EBI type" in the received message is found the receiver knows that is "Linked EPS Bearer ID" from the defined message format in 3GPP TS 29.274 and this time it is of nonzero length and the "Linked EPS Bearer ID" will be passed to the application layer.
This alternative does have following issues. 

1) We cannot have a real IE of length 0. For example, the GTPv1 IE "PDP Context Prioritization" has zero length. This is not a major issue since GTPv2 can disallow this usage, However the non-zero length restriction would have to exist even for IEs holding strings which could possibly be of zero length.
2) We consume 3 bytes (1 byte for the type and 2 bytes for the length in the (T,L,V) format)  for each "empty" IE being used in the GTPv2 message. 

3) Even with an empty IE it is not possible to have the exact same IE repeated in the GTPv2 message (i.e. an IE representing a list) in a generally usable way. Consider following grammar: 

	Information elements
	P
	Condition / Comment
	CR
	IE Type

	EPS Bearer ID
	M
	
	1
	EBI

	Cause
	C
	 
	1
	Cause

	DNS IP addresses
	O
	May appear 0, 1 or more times
	1
	IPaddress

	UE address
	O
	May appear 0, 1 or more times
	1
	IPaddress


The grammar is ambiguous. For example suppose the sender sends 3 IE of type IPaddress. That could be 2 DNS IP addresses and 1 UE addresses  but it could just as easily be 1DNS IP addresses and 2 UE addresses or even 3 DNS IP addresses and 0 UE addresses. 

4) Generally even one list cannot be done in a forward compatable way. Consider message
	Information elements
	P
	Condition / Comment
	CR
	IE Type

	EPS Bearer ID
	M
	
	1
	EBI

	Cause
	C
	 
	1
	Cause

	UE address
	O
	May appear 0, 1 or more times
	1
	IPaddress


This is unambiguous at this release. 
However, suppose a later 3GPP release adds one optional IE such as the following:

	Information elements
	P
	Condition / Comment
	CR
	IE Type

	EPS Bearer ID
	M
	
	1
	EBI

	Cause
	C
	 
	1
	Cause

	UE address
	O
	May appear 0, 1 or more times
	1
	IPaddress

	DNS IP address
	O
	
	1
	IPaddress


Suppose the sender uses the second grammar and sends one UE address and one DNS IP address. Assume the receiver uses the first grammar. The receiver interprets those two IE as two UE IP address which is not the intent of the sender.   

5) In order to have IEs following a list we have to change sending rules slightly. Consider
	Information elements
	P
	Condition / Comment
	CR
	IE Type

	EPS Bearer ID
	M
	
	1
	EBI

	Cause
	C
	 
	1
	Cause

	UE address
	O
	May appear 0, 1 or more times
	1
	IPaddress

	DNS IP address
	O
	
	1
	IPaddress


To tell the difference between 2 UE address and 1 UE address and 1 DNS IP address we have to use an empty IE for the DNS IP address in the former case. 
6) Due to 5) if we want to have the ability in a future release to change any single IE to a list we have to assume the worst and send empty IE for all unused IE. Different grammars are workable then but only for one list and only with some additional logic.. 
7) Due to issues 4 through  6 it is deemed that fully supporting logical lists of the same IE type is impossible with this approach while not placing restrictions on adding the IE of the same type.
Hence, for the rest of this document we assume that if Alternative A is used we only handle each IE that are not lists.. Of course the same IE type can still appear more than 1 time in the grammar but each IE can't represent a list using Alternative A.
Altenative B through F common aspects.
We introduce a new formal parameter called "instance value" when documenting an IE in the GTPv2 Message format. 

The instance value states which instance of the IE type we are talking about from the GTPv2 message or grouped IE.  The Type and Instance uniquely identify the IE This is most easily shown graphically. Consider following grouped IE example ( loosely based on the existing Bearer Context List).   

	Information elements
	P
	Condition / Comment
	CR
	IE Type
	Instance

	EPS Bearer ID
	M
	
	1
	EBI
	0

	Cause
	C
	Not used in Request messages
	1
	Cause
	0

	UL TFT
	O
	
	1
	Bearer TFT
	0

	DL TFT
	O
	
	1
	Bearer TFT
	1

	S1 eNodeB F-TEID
	C
	Present in:

· S11 message at eUTRAN handover/TAU
	1
	F-TEID
	0

	S1 SGW F-TEID
	C
	Not used in Create Session Response
	1
	F-TEID
	1

	S4-U SGSN F-TEID
	C
	S4 usage only
	1
	F-TEID
	2

	S4-U SGW F-TEID
	C
	S4 usage only
	1
	F-TEID
	3

	S5/8-U SGW F-TEID
	C
	Handover/TAU (S5/8)
	1
	F-TEID
	4

	S5/8-U PGW F-TEID
	C
	Handover/TAU (S11)
	1
	F-TEID
	5

	S12 RNC F-TEID
	C
	S12 usage only
	1
	F-TEID
	6

	S12 SGW F-TEID
	C
	S12 usage only
	1
	F-TEID
	7

	Bearer Level QoS
	C
	
	1
	Bearer QoS
	0

	Legacy QoS
	C
	
	1
	Legacy QoS
	0

	Charging Characteristics
	C
	To be included according to TS 32.251
	1
	Charging Characteristics
	0

	Charging Id
	C
	
	1
	Charging Id
	0

	Prohibit Payload Compression
	O
	
	1
	TBD
	0


So suppose the sender needs to encode the above IE Bearer Context. To encode for example "S4-U SGW F-TEID" the sender populates the IE type with the value for F-TEID Type and populates the value for instance for that specific IE with the value 3.  

The receiver parses the Grouped IE (or GTPv2 message) and finds Type = F-TEID and Instance=3 to reverse this process and determine that the IE is "S4-U SGW F-TEID". 
Later 3GPP releases can add any IE to the table so long as the existing IE's IE type and instance values are not changed.  New IEs of the same IE type get a new instance value.
Note the instance in the defined message (or grouped IE) format is simply monotonically increasing from 0 for each IE type as you read down the table.  It therefore exists today implicitly this is not a new invention but something being used by current authors implicitly. In principle the instance need not be explicitly documented in the GTPv2 Message tables defining each message so long as later revisions of 3GPP only add additional IEs to the end of the message format tables and do not delete, insert or reorder existing rows or use different tables for the same message (unfortunately this is already being done i.e. in 29.274  the Bearer Context List appears several times and some times even without all IEs). To minimize future mistakes during later editing of 29.274 the instance column should be explicitly introduced in the documentation if this approach is used.
Note that an IE in a message can be sent physically more than once with the same values of Type and Instance. This allows for a one row in the 3GPP 29.274 message table structure to represent a list. Note this would be documented in the table. This is simply so the receiver knows the current grammar allows more than 1 IE.  Note that it is also future proof for optional use to the same extent as any other IE being added in a later 3GPP release since an extra IE is ignored in the current grammar. . 

We tentatively assume that an IE of a particular IE type will not appear more than a few dozen times in a distinct role in the same scope of the same GTPv2 message or grouped IE.  So far the most we have seen used is 8 times in the scope of one message or grouped IE (i.e. example above) so 4 bits look to be required so far.  We propose that the instance will be carried in a 7 bit or 8 bit field in the proposals below.  
Alternatives B to F all use the same basic mechanism i.e. the instance value. They really only differ in how the instance is physically encoded. 
2.3 Alternative B - add an extra byte to the IE header representing the "instance" 

Here we simply change the GTPv2 IE header from 

	· 
	
	Bits
	

	· 
	Octets
	8
	7
	6
	5
	4
	3
	2
	1
	

	· 
	1
	Type
	

	
	2
	CR
	Length (first octet)
	

	
	3
	Length (second octet)
	

	
	4-(n+3)
	IE specific data
	


To

	· 
	
	Bits
	

	· 
	Octets
	8
	7
	6
	5
	4
	3
	2
	1
	

	· 
	1
	Type
	

	
	2
	CR
	Length (first octet)
	

	
	3
	Length (second octet)
	

	
	4
	Instance
	

	
	5-(n+4)
	IE specific data
	


Obviously this has impact to GTPv2 IE format in general and all IEs would use another 8 bits on the wire.

However, since most IE types are not repeated (instance of 0)  this extra 8 bits are wasted on the most common use cases.
However, this approach is future proof and very simple. 

It would also be possible to share the 8 bits in Octet 4 for other purposes. I.e. we really don't need all 8 bits of Octet 4 yet in Release 7 for Instance. So for example Octet 4 could use say 5 bits for Instance and 3 bits marked as Spare or Reserved.
2.3 Alternative C - add an extra byte to the IE but only for some IE. 

This is tiny change from Solution B. 
We simply document that some IE types would have a byte at the front and other IEs would not. For those that do the IE would start with
	· 
	
	Bits
	

	· 
	Octets
	8
	7
	6
	5
	4
	3
	2
	1
	

	· 
	1
	Type
	

	
	2
	CR
	Length (first octet)
	

	
	3
	Length (second octet)
	

	
	4
	Instance
	

	
	5-(n+4)
	Remaining IE specific data
	


For the other IEs the normal format would be used.
This means that IEs types that are never duplicated in any message would not pay the 8 bit penalty.

However, because this is part of the IE type definition that also means that once an IE type is defined to not have the extra byte it can never have the "instance" byte included in the future without breaking backwards compatibility. Also when the extra byte is defined for an IE type it has to be used even on messages where the IE type is only used once.   
This solution is NOT forward compatible and is really not acceptable for that reason.
. 2.3 Alternative D - add flag in IE header and instance octet if flag set 

Essentially we use a bit in the IE header to pick instead of the IE type . 

Specifically we "steal" one bit from the Length field in the IE header to be denoted T. 

	· 
	
	Bits
	

	· 
	Octets
	8
	7
	6
	5
	4
	3
	2
	1
	

	· 
	1
	Type
	

	
	2
	CR
	T=1
	Length (first octet)
	

	
	3
	Length (second octet)
	

	
	4
	Instance
	

	
	5-(n+4)
	 IE specific data
	


And
	· 
	
	Bits
	

	· 
	Octets
	8
	7
	6
	5
	4
	3
	2
	1
	

	· 
	1
	Type
	

	
	2
	CR
	T=0
	Length (first octet)
	

	
	3
	Length (second octet)
	

	
	4-(n+3)
	IE specific data
	


T=0 is treated as Instance=0.

Primary disadvantage is we have now changed one bit's meaning in the general IE format. 

Secondary disadvantage is now the maximum length of a single IE is limited to 16383 bytes instead of 32767 bytes.  
The big advantage is the sender only uses T=1 format when its needed for a particular message. Hence, the extra byte is added only when it is needed to communicate an "Instance" that is non-zero. 

This solution is clearly forward compatible to the same extent as Alternative B. 

It also seems to be the best technical solution if we can agree to "steal" the bit.
. 2.3 Alternative E - Instance IE (simple) 

Instead of putting the instance value in the IE header we create a new IE to be called the "Instance" IE. 
The Instance IE would have format 
	· 
	
	Bits
	

	· 
	Octets
	8
	7
	6
	5
	4
	3
	2
	1
	

	· 
	1
	Type
	

	
	2
	CR
	R=0
	Length (first octet)
	

	
	3
	Length (second octet)
	

	
	4
	Instance of first IE on wire
	

	
	5
	Instance of second IE on wire
	

	
	6
	Instance of third IE on wire
	

	
	
	…
	

	
	4-(n+3)
	Instance of last IE on wire
	


Where the length n is the number of IEs in the message (including itself)..
This is essentially in one to one correspondence to alternative B assuming no additional optimizations. We have simply moved the instance byte from one place (the IE header) to another place (the "Instance" IE).. 

The primary advantage in comparison to Alternative B  is we have avoided touching the IE header format. 
As an optimization it is possible to not include the "Instance IE" in a GTPv2 message if every IE has "instance" of 0 in the message on the wire. This can't be done with alternative B.

One very minor disadvantage in comparison to Alternative B is we could use another 24 bits per GTPv2 message ( or grouped IE) in the worst case (but keep in mind the normal case is the "Instance IE" isn't even included ). 

The biggest disadvantage in comparison to Alternative B is this is an inelegant solution. An IE is being used for a protocol message parsing issue instead of a proper IE header.  However, this inelegance is only a cosmetic issue.
For make the GTPv2 implementer's life as simple and efficient as possible the Instance IE should be sent first on the wire (and the Instance IE's IE type value should probably be set to 0 to facilitate that ).
. 2.3 Alternative F - Instance IE (flag) 

This is Alternative E with a method to reduce the size of the "Instance IE". 
The Instance IE would have format 

	
	
	Bits
	

	
	Octets
	8
	7
	6
	5
	4
	3
	2
	1
	

	
	1
	Type = 0 (decimal)
	

	
	2-3
	Length = M+q  (decimal)
	

	
	4-(3+q)
	T-Bits
	

	
	4+q
	Instance of last IE that has nonzero instance value
	

	
	 
	…
	

	
	2+M+q
	Instance of second IE that has nonzero instance value
	

	
	3+M+q
	Instance of first IE that has nonzero instance value
	


M is the number of IE that have non-zero Instance values. 
The T-bits field is a logical bit vector. Each bit indicates if the Value of an IE is zero or non-zero. If zero then obviously there is no need for more bits. If non-zero the bit being set indicates that the byte is in the Instance IE for that IE. 

Note the number of bytes needed for T-Bits is q= Ceiling( # of IEs /8).  The Instance values are placed in reverse order  from what is normal so the receiver does not have to pre-determine how many bits are set in T-bits (i.e. it gets the T-bits bits from top and it gets the Instances from the bottom as it parses ) . 
This is exactly in one to one correspondence to Alternative D. We have just moved the instance byte and T bit from one place (the IE header) to another place (the "Instance IE") .
The primary advantage in comparison to Alternative D is we have avoided touching the IE header format or impact the maximum size of an IE. 

Minor disadvantage in comparison to Alternative D  is we are using one more bit per IE (actually in Alternative C that specific bit was stolen from the length so the comparison is unfair). Another very minor disadvantage in comparison to Alternative C is we use another 24 to 31 bits per GTPv2 message ( or grouped IE). But keep in mind that if all instance values are zero the "Instance IE" wouldn't be included. 

The biggest disadvantage in comparison to Alternative D is this is an inelegant solution. An IE is being used for a protocol message parsing issue instead of a proper  IE header.  This is a cosmetic issue only.

For make the GTPv2 implementer's life as simple and efficient as possible the Instance IE should be sent first on the wire (and the Instance IE's IE type value should be 0 to facilitate that ).

3. Conclusions
	Alternatives
	A
Use of zero length IE as filler
	B
Always include additional byte in IE header (or body)  
	C
Additional byte in IE body but only for some IE 
	D
Bit next to CR bit in IE to indicate extra byte in IE body. 
	E
Instance IE (simple)
	F
Instance IE (flag)

	Future proof to later 3GPP specifications for all IEs
	Yes
(except for IE lists.)
	Yes
	No
	Yes
	Yes
	Yes

	Can an IE list of unspecified length be followed later by the same IE type?
	No
	Yes
	Yes
	Yes
	Yes
	Yes

	IE size impact for a non-zero instance IE 
	0 bits per IE
	8 bits per IE
	8 bits per IE
	8 bits per IE
	8 bits per IE
	9 bits per IE

	IE size impact for a zero instance IE
	0 bits per IE
	8 bits per IE
	8 bits or 0 bits per IE depending on where IE types are used
	0 bits per IE

(Note the bit was stolen from IE length field)
	8 bits per IE
	1 bit per IE 

	IE size impact for an excluded repeated IE type
	24 bits per IE
	0 bits per IE
	0 bits per IE
	0 bits per IE
	0 bits per IE
	0 bits per IE

	Additional minor message size impacts  
	0 bits
	0 bits
	0 bits
	0 bits
	24 bits per GTPv2 message 
	24 bits per GTPv2 message

	Misc. advantages
	
	Clean solution 

Extra 8 bits in IE header could be shared for other GTPv2 improvements. 
	Clean solution for IE's it is used on.
	Clean solution.
	New IE does not have to be included in messages that do not need them resulting in zero impact.
	New IE does not have to be included in messages that do not need them resulting in zero impact.

	Misc. disadvantages
	Very ugly since IEs are on the wire that are not used.

All IE of same type must be sent in order.

Cannot have a "flag" IE such as the GTPv1 IE "PDP Context Prioritization"
	Impact to actual IE header format and size.
	Again it is not future proof since an IE not using the extra byte now cannot use it later.
	Impact to one bit in the actual IE header format.

Reduces maximum IE length from 32767 bytes to 16383 bytes  
	Inelegant. 

More difficult to understand..
	Inelegant. 

More difficult to understand.

	CPU load impact of change
	Small load proportional to number of logically excluded IE
	Improved due to 32 bit alignment or extremely small load proportional to number of included IE
	Extremely small load proportional to number of included IE
	Extremely small load proportional to number of included IE
	Extremely small load proportional to number of included IE 
	Very Small load proportional to number of included IE


 Note Alternative C is unacceptable since it is not fully future proof.   Alternative A cannot handle an IE that represents a list and is also inefficient for messages where a large number of IE are not used.  
Alternative B has nothing significant to recommend it over alternative D. 

Alternative E has nothing significant to recommend it over alternative F. 

This means the choice is really between alternative D and alternative F. 

Alternative D is preferred over Alternative F if we can agree to "steal" the needed bit from the Length field in the IE header, otherwise we have to go with Alternative F.

4. Proposal
It is proposed to agree to the related CR C4-082600 which implements Alternative D. If taking a bit from the IE header is not acceptable then Alternative F should be the next choice..

