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Introduction

The present contribution discusses how RTP timestamps should be used on the Nb Interface.

It is proposed hat RTP timestamps are used on a hop-a-hop basis, i.e. they are generated with the help of the local system clock at the source MGW sending data over the Nb interface. A transit MGW interfacing Nb interfaces at both call legs should not pass on the timestamp, but generate a new one.

Reasons for this proposal are provided in what follows.

Discussion

The IuFP / NbFP features a “frame number” which is used as a timestamp for payloads with traffic class conversational or streaming and as sequence number for payloads with other traffic classes. For TrFO, the Iu/NbFP is applied end-to-end (e.g. between the caller´s and callee´s RNC) and forwarded transparently at MGWs. The RNC interworks the frame number with radio protocols. Thus the IuFP / NbFP “frame number” is part of an end-to-end functionality between encoder and decoder of speech frames. This functionality allows detecting and compensating out-of-sequence delivery and jitter at the receiving side, e.g. by repeating the playout of the previous speech PDU.

In scenarios where RTP is applied end-to-end between encoder and decoder of data such as speech frames, the RTP timestamp may provide similar functionality. However, on the Nb interface such a scenario does not exist, as RTP is applied only for IP transport, and IP and ATM may be mixed in a network using TrFO. (For instance, in 3GPP Rel4, ATM AAL2 transport is used at the Iu interface and IP transport is an option only at the Nb interface.)

The usage of the RTP timestamp depends on the RTP payload type, and according to TS 29.414 for the NbFP RTP payload type, the timestamp

· shall be supplied by the source MGW of a RTP PDU.

· may be ignored or used to obtain statistics about the link quality of an RTP PDU and/or correct jitter at the sink MGW.

Unfortunately, the term “supplied” leaves room for some interpretation. The source MGW might:

1. create a timestamp locally based on its system clock, reflecting the time when the RTP PDU is sent

2. forward RTP timestamps received from the other call leg (if RTP is used there)

3. derive timestamps from NbFP frame numbers.

Operators may wish to obtain statistics about link quality at an Nb interface connection between two MGWs in order to monitor the performance of their IP transport network. To allow this kind of monitoring, a timestamp created locally at the source MGW reflecting the instance when the RTP PDU is sent is required (option 1). Operators wishing to measure the overall jitter and/or frame loss e.g. for a speech call must use the NbFP frame number instead, as the RTP timestamp does not provide such information.

Option 2 can not be selected alone, as it does not answer how a non-transit MGW or RNC would derive the RTP timestamp. Furthermore, if Option 2 is applied in combination with other options, it would make statistics derived from the RTP timestamp almost meaningless, as the measured jitter would be the total of a number of Nb and Iu hops in the path of a given call (the path and the number of involved hops differs between calls), but not necessarily the total jitter for the call and also not the jitter due to a single Nb link between two MGWs.

Option 3 would violate against the principles of TrFO, as a MGW may pass NbFP frames transparently. Furthermore, Option 3 is also not implemented in RNCs.

Finally, compared to Option 1, Options 2 and 3 would mean additional implementation complexity at the MGW.

As a related issue, the wording of TS 29.414 may also be not entirely clear with respect to the question between which MGWs the RTP protocol is applied, i.e. if then RTP protocol is applied independently at each Nb link or if an RTP PDU may be forwarded transparently at a transit MGW. However, there are many technical reasons why the RTP protocol needs to be applied independently at each Nb interface between two MGWs:

· The NbFP payload within needs to be interpreted at a transit MGW in the initialisation phase before the MGW enters transcoder-free operation

· The dynamic RTP payload type number is negotiated separately for each Nb interface using IPBCP, and thus may vary from Nb link to Nb link

· The RTCP feedback would otherwise bypass the transit MGW.

Conclusions

1. The RTP protocol shall be applied independently at each Nb interface between two MGWs, i.e. a transit MGW shall not forward RTP PDUs transparently.

2. The source MGW shall create a timestamp locally based on its system clock, reflecting the time when the RTP PDU is sent. (Option 1)

Annex: References

TS 29.414:

6.2.3.1.8
Timestamp

The timestamp shall be supplied by the source MGW of a RTP PDU. A clock frequency of 16000 Hz shall be used. The sink MGW of a RTP PDU may ignore the timestamp or it may use it to obtain statistics about the link quality and / or to correct jitter.

The first sentence intended to state that the timestamp is generated by the source MGW, but the term “Supplied” is open to a certain amount of interpretation and should be clarified.

TS 25.415:

Iu Timing Interval (ITI): Iu Timing Interval is the minimum time interval between sent Iu UP PDUs for a specific RAB. The ITI can be calculated for conversational and streaming traffic classes by the following formula:
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6.5.1
Transfer of User Data procedure

6.5.1.1
Successful operation

…

For RABs with the traffic class conversational or streaming the frame number shall be based on time (stepped at each ITI). For RABs with another type of traffic class the frame numbering shall be based on sent Iu UP PDU (stepped at each sent Iu UP PDU). See description of Frame Number IE.

6.6.2.1
PDU Type 0

PDU Type 0 is defined to transfer user data over the Iu UP in support mode for pre-defined SDU sizes. Error detection scheme is provided over the Iu UP for the payload part.

The following shows the Iu frame structure for PDU TYPE 0 data frame of the Iu UP protocol at the SAP towards the transport layers (TNL-SAP).
	Bits


	Number of Octets

	7
	6
	5
	4
	3
	2
	1
	0
	

	PDU Type (=0)
	Frame Number
	1
	Frame Control Part

	FQC
	RFCI
	1
	

	Header CRC
	Payload CRC
	2
	Frame Check Sum Part

	Payload CRC
	
	

	Payload Fields
	0–n
	Frame Payload part

	Payload Fields
	Padding
	
	

	Spare extension
	0-4
	



Figure 19: Iu UP PDU Type 0 Format
6.6.2.2
PDU Type 1

PDU Type 1 is defined to transfer user data over the Iu UP in support mode for pre-defined SDU sizes when no payload error detection scheme is necessary over Iu UP (i.e. no payload CRC).

The following shows the Iu frame structure for PDU TYPE 1 data frame of the Iu UP protocol at the SAP towards the transport layers (TNL-SAP).
	Bits


	Number of Octets

	7
	6
	5
	4
	3
	2
	1
	0
	

	PDU Type (=1)
	Frame Number
	1
	Frame Control Part

	FQC
	RFCI
	1
	

	Header CRC


	Spare
	1
	Frame Check Sum Part

	Payload Fields
	0-n
	Frame Payload part

	Payload Fields
	Padding
	
	

	Spare extension
	0-4
	



Figure 20: Iu UP PDU Type 1 Format
6.6.3.3
Frame Number

Description: The Iu UP frame numbering is handled by a Frame Number. The frame numbering can be based on either time or sent Iu UP PDU. In case the frame numbering is based on time the purpose of the frame number is to be of help in handling the Time Alignment functionality. When the frame number is based on time, the Frame number set in the PDU header is incremented by one (modulo 16) at each new ITI. The Frame number set in the PDU header shall be based on the timing of the source. The source is where the original payload was created. Two packets that were consecutive at the source shall not have the same frame number assigned. In case the Frame number relates to sent Iu UP PDU the purpose of the Frame Number is to provide the receiving entity with a mechanism to keep track of lost Iu UP frames. When the frame number is based on sent Iu UP PDU, the Frame number is incremented by one (modulo 16) for each sent Iu UP PDU. For a given user data connection, there is no relations between the frame numbers of frames sent in the downlink direction and the frame numbers of frames sent in the uplink direction.

In the case the Frame Number relates to sent Iu UP PDU, the following applies:

-
Frame loss is when an incoming PDU frame has a frame number that is equal to (previous PDU frame number + 2) modulo [max. PDU frame number + 1]. This indicates that one and only one PDU frame has been lost.

-
Unexpected frame number is when an incoming PDU does not have the expected frame number and is not considered as a Frame Loss.

Value range: {0-15}.

Field length: 4 bits.

RFC 3550

   timestamp: 32 bits

      The timestamp reflects the sampling instant of the first octet in

      the RTP data packet.  The sampling instant MUST be derived from a

      clock that increments monotonically and linearly in time to allow

      synchronization and jitter calculations (see Section 6.4.1).  The

      resolution of the clock MUST be sufficient for the desired

      synchronization accuracy and for measuring packet arrival jitter

      (one tick per video frame is typically not sufficient).  The clock

      frequency is dependent on the format of data carried as payload

      and is specified statically in the profile or payload format

      specification that defines the format, or MAY be specified

      dynamically for payload formats defined through non-RTP means.  If

      RTP packets are generated periodically, the nominal sampling

      instant as determined from the sampling clock is to be used, not a

      reading of the system clock.  As an example, for fixed-rate audio

      the timestamp clock would likely increment by one for each

      sampling period.  If an audio application reads blocks covering

      160 sampling periods from the input device, the timestamp would be

      increased by 160 for each such block, regardless of whether the

      block is transmitted in a packet or dropped as silent.

      The initial value of the timestamp SHOULD be random, as for the

      sequence number.  Several consecutive RTP packets will have equal

      timestamps if they are (logically) generated at once, e.g., belong

      to the same video frame.  Consecutive RTP packets MAY contain

      timestamps that are not monotonic if the data is not transmitted

      in the order it was sampled, as in the case of MPEG interpolated

      video frames.  (The sequence numbers of the packets as transmitted

      will still be monotonic.)

      RTP timestamps from different media streams may advance at

      different rates and usually have independent, random offsets.

      Therefore, although these timestamps are sufficient to reconstruct

      the timing of a single stream, directly comparing RTP timestamps

      from different media is not effective for synchronization.

      Instead, for each medium the RTP timestamp is related to the

      sampling instant by pairing it with a timestamp from a reference

      clock (wallclock) that represents the time when the data

      corresponding to the RTP timestamp was sampled.  The reference

      clock is shared by all media to be synchronized.  The timestamp

      pairs are not transmitted in every data packet, but at a lower

      rate in RTCP SR packets as described in Section 6.4.

      The sampling instant is chosen as the point of reference for the

      RTP timestamp because it is known to the transmitting endpoint and

      has a common definition for all media, independent of encoding

      delays or other processing.  The purpose is to allow synchronized

      presentation of all media sampled at the same time.

      Applications transmitting stored data rather than data sampled in

      real time typically use a virtual presentation timeline derived

      from wallclock time to determine when the next frame or other unit

      of each medium in the stored data should be presented.  In this

      case, the RTP timestamp would reflect the presentation time for

      each unit.  That is, the RTP timestamp for each unit would be

      related to the wallclock time at which the unit becomes current on

      the virtual presentation timeline.  Actual presentation occurs

      some time later as determined by the receiver.

      An example describing live audio narration of prerecorded video

      illustrates the significance of choosing the sampling instant as

      the reference point.  In this scenario, the video would be

      presented locally for the narrator to view and would be

      simultaneously transmitted using RTP.  The "sampling instant" of a

      video frame transmitted in RTP would be established by referencing

      its timestamp to the wallclock time when that video frame was

      presented to the narrator.  The sampling instant for the audio RTP

      packets containing the narrator's speech would be established by

      referencing the same wallclock time when the audio was sampled.

      The audio and video may even be transmitted by different hosts if

      the reference clocks on the two hosts are synchronized by some

      means such as NTP.  A receiver can then synchronize presentation

      of the audio and video packets by relating their RTP timestamps

      using the timestamp pairs in RTCP SR packets.

