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1 Introduction

The Rel-13 work item on "Video Enhancements by Region-of-Interest Information Signalling" (ROI) is defined in SP-140219.zip and was approved during SA#64 in June 2014. From SP-140219 [1], the objective of this work is to standardize the signalling of region-of-interest (ROI) information and associated capability negotiation mechanisms for MTSI in TS 26.114. More specifically, standardization goals are:

· Define suitable formats for real-time signalling of ROI information capability from an MTSI sender to an MTSI receiver during multimedia telephony session setup

· Define suitable formats for real-time signalling of ROI information from an MTSI receiver to an MTSI sender during a multimedia telephony session

· Define SDP-based mechanisms for the negotiation of ROI signalling capability across MTSI senders and receivers during both call setup and mid-call

This permanent document addresses requirements, working assumptions and potential solution aspects for this Work Item. 
2 Use Case 
With the availability of mobile devices with advanced camera capabilities, new usages in conversational services are possible, such as interactive zooming during a multimedia telephony session. In conversational video services such as MTSI, dynamic adaptation of video is currently enabled in terms of bandwidth, spatial resolution, orientation, etc., but not in terms of enabling the remote user to zoom to a selected area in the video being transmitted, and having the source optimize encoding for this purpose. This limits the achievable video quality during the usage of interactive zoom in video calls. A receiver application may always zoom in to the user’s desired region-of-interest (ROI) and crop out the unwanted parts of the video (e.g., in response to the commands from the user interface), but the sending terminal in this case would still encode and transmit the entirety of the video in the absence of any ROI knowledge. Therefore, signalling of the ROI information from an MTSI receiver to an MTSI sender might enable an MTSI sender to deliver a higher quality stream, by using the negotiated bitrate entirely or preponderantly on the encoding of the ROI part of the video. To enable this, signalling in both directions may be needed: from sender to receiver to express capability, and from receiver to sender to express the desired ROI. 
Example 1: Interactive Zoom during Video Calls
Feng, an international student studying in the U.S., has video calls every weekend with his family members in China. He likes to make these calls from his LTE-enabled tablet/smartphone which he carries with him around the campus. During these video calls, Feng’s family members gather around a 3G-enabled web camera, and Feng would like to use the ROI feature to be able to dynamically zoom in different family members as he enjoys their lively conversation.

Feng is able to dynamically zoom/pan/tilt/focus onto different family members as he enjoys their lively conversation, especially when he wants to greet the family members one by one or follow a particular one around as he/she moves. Depending on how fast or slow Feng interacts with his device to request an ROI change, he expects an experience about the ROI change at a speed proportional to his interaction filling with intermediate video content during the transitions to produce a seamless effect.    
Figure 1 depicts a sample video conferencing application over MTSI with ROI-based interactive zooming.
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Figure 1 – A video conferencing application with ROI-based interactive zooming










Figure 2 – Sample MTSI sender-receiver flow, where Steps 1 and 2 illustrate SDP-based capability negotiation for ROI signaling support, and Step 3 illustrates the real-time signaling of ROI information 

An extension of this use case worthwhile mentioning would be in the context of multi-party video conferencing settings (e.g., classroom, lecture, executive meeting, etc.), where participants can use the interactive zooming capabilities to view specific content of interest, e.g., whiteboard, lecturer, panellists, etc. 

Figure 2 depicts a sample MTSI sender-receiver flow and step-by-step process illustrating the following:

· SDP-based capability negotiation for ROI signalling support (Steps 1 and 2)
· Real-time signalling of ROI information (Step 3)

Example 2: Video selection via Pre-defined Regions of Interest
John is on vacation in Paris. He makes an video call via his mobile phone to a well known tourist assistant center which serves the webcam view from the Eiffel tower. At the beginning of video session, the Webcam view includes pre-defined video Regions of Interest (e.g., "Sacré Coeur", "Musée Rodin", "Palais du Louvre",) presented to John. John selects the pre-defined "Sacré Coeur" ROI using his mobile phone, the live video streaming corresponding to the ROI is presented on the mobile phone. After a while, John wants to focus on the pre-defined "Musée du Louvre" ROI and selects this via his mobile phone.  Using this method, John enjoys the panorama view from the Eiffel tower.”

Example 3: Handling Multiple Simultaneous ROI Requests
A multi-party video conference is hosted in a conference room with local participants and several remote participants also join with their mobile devices. Several ROI-capable remote MTSI clients simultaneously send ROI requests to the sending MTSI terminal corresponding to different regions of interest in the conference room. In order to minimize the computational complexity, the encoder considers the multiple ROIs to determine a proximity ROI that is a larger area that contains all the requested ROIs, and encodes the transmitted video stream according to the proximity ROI. The encoder may iteratively adjust the proximity ROI based on the interactive additional ROI requests received from the remote clients. 
3 Requirements

· It should be possible to use SDP-based mechanisms for the negotiation of ROI signalling capability across MTSI senders and receivers during both call setup and mid-call.
· It should be possible to negotiate ROI signalling capability bi-directionally and uni-directionally depending on device/camera capabilities and client preferences, e.g., a client should be able to offer a ‘sendonly’ channel if its camera cannot be remotely controlled, while it could generate and send ROI information to the remote endpoint.
· It should be possible to negotiate ROI signalling capability for each individual video component in case multiple video components are exchanged between MTSI clients.
· It should be possible to signal ROI information in real-time from an MTSI receiver to an MTSI sender during a multimedia telephony session.
· It should be possible to signal ROI information in real-time from an MTSI receiver to an MTSI sender for each individual video component in case multiple video components are exchanged between MTSI clients.
· Signalled ROI information should allow an MTSI receiver to indicate to the MTSI sender an arbitrary region-of-interest in the streamed video that the client wishes to zoom into. 

· After zooming in, signalled ROI information should allow an MTSI receiver to indicate to the MTSI sender an arbitrary region-of-interest in the streamed video that the client wishes to zoom out to. 
· After zooming in, signalled ROI information should allow an MTSI receiver to indicate to the MTSI sender if the client wishes to zoom out into the original video stream. 

· The format of ROI signalling and corresponding signalling frequency should be selected such that the overhead, i.e., bandwidth cost, of signalling ROI information is minimized (compactness), and accurate zooming on video (robustness) can be enabled despite potentially unreliable network conditions, i.e., that may cause losing some of the ROI signals.

· The signalling should be sufficiently versatile to minimize the number of round trips to achieve the desired ROI.

· It should be possible to adaptively signal enough ways to indicate and update ROI in order to best fulfill the application requirements.
· It should be possible to signal ROI change information in real-time, in response to user virtual camera movements such as zoom/pan/tilt/focus, from an MTSI receiver to an MTSI sender during a multimedia telephony session.

· Signalled ROI change information should allow an MTSI receiver to indicate to the MTSI sender an arbitrary region-of-interest in the streamed video that the client wishes to change into. 

· After an ROI change, signalled ROI change information should allow an MTSI receiver to indicate to the MTSI sender an arbitrary region-of-interest in the streamed video that the client wishes to un-do the ROI change, to go back to the ROI before the ROI change is made. 

· After a series of ROI changes, signalled ROI change information should allow an MTSI receiver to indicate to the MTSI sender if the client wishes to return to the original/initial video stream, without rolling back each of the serial ROI changes. Signalled ROI information should allow an MTSI sender to indicate how many predefined ROIs (defined at the start of the session) there are and what each ROI is.

· It should be possible for the sender to update the predefined ROIs during the session.

· It should be possible to indicate to an MTSI sender which predefined ROI the MTSI receiver would like.
· It should be possible for the receiver to know the actual ROI transmitted.

· It should be possible for the sender to send area that is larger than the requested one but includes it.

4 

5 Potential Solutions

5.1 ITU-T Far-End Camera Control

ITU-T Far-end camera control for RTP based multimedia service is defined in ITU-T specifications H.224/H.281 [2][3][4][5] and in IETF RFC4573 [6].
The zooming to a particular region of interest is enabled by the H.281 protocol that supports the 4 basic camera movements “PTZF” (Pan, Tilt, Zoom, and Focus). In that particular use case the focus capabilities may be disabled by the sender using the FECC capabilities fields.

In case of MTSI, the camera may be fixed to the device and have no capabilities to actually be controlled independently. However, we propose in that case that the camera motions are emulated by simply changing the input buffer of the camera. I.e. when pan or tilt is applied to the full image then no modifications are made. In case the camera is zoomed then a smaller rectangular area is selected. Then the tilt and pan can be accepted by simply translating the selected rectangle. To benefit from zooming the far-end we assume the camera source image to be larger than the resolution of the sent image.

There exist a number of commercial solution implementing ITU-T H.224/H.281 far-end camera control standard for some time e.g. [7][8] which indicates that the standard and its implementations are mature.

This solution fulfils the work item objectives as follows:
Objective 1: Define suitable formats for real-time signalling of ROI information capability from an MTSI sender to an MTSI receiver during multimedia telephony session setup.
RFC 4573 defines the syntax and the semantics of the Session Description Protocol (SDP) parameters needed to support far-end camera control protocol using H.224.

The SDP offer/answer allows negotiating the capability between the 2 MTSI clients.

Objective 2: Define suitable formats for real-time signalling of ROI information from an MTSI receiver to an MTSI sender during a multimedia telephony session.

ITU-T H.323 annex Q defines a protocol to support far-end camera control (FECC) in this recommendation using the stack IP/UDP/RTP/H.224/H.281.

Objective 3: Define SDP-based mechanisms for the negotiation of ROI signalling capability across MTSI senders and receivers during both call setup and mid-call.
RFC 4573 defines the syntax and the semantics of the Session Description Protocol (SDP) parameters needed to support far-end camera control protocol using H.224.

The SDP offer/answer allows negotiating the capability between the 2 MTSI clients. SIP UPDATE procedure allows mid-call capability exchange.

The working assumptions for this protocol in the context of the ROI work item are:
· In FECC, the indication of ROI is achieved by the signaling of PTZF – pan, tilt, zoom and focus commands, as standardized by ITU-T H.281. For instance, the message format for the START ACTION message is as follows:
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· The FECC protocol relies on ITU-T H.281 over H.224. As such, ROI information would be signaled via RTP packets that carry H.224 frames. FECC is internal to the H.224 frame and is identified by the client ID field of the H.224 packet.

· The MIME type ‘application/h224’ corresponding to the RTP payload format for H.224 was registered by IETF RFC 4573, which also defines the SDP parameters needed to indicate support for FECC using H.224. 

· FECC communication is uni-directional. H.224 is bi-directional and can be used to learn the capabilities of the remote terminal, e.g., how many cameras it has, indication to send motion video or still images using this camera, ability to perform PTZF, etc.

· In case of a fixed camera without pan/tilt capabilities, the pan command should be mapped to left/right movements/translations and tilt command should be mapped to up/down movements/translations over the 2D image plane. As such, a combination of PTZ commands can still allow for zooming into an arbitrary region-of-interest. These functionalities are called vPTZ (virtual PTZ). 

5.2 Exact ROI Signaling

5.2.1 Problem Statement
Direct usage of the FECC protocol for the purpose of ROI signaling may be disadvantageous from a latency perspective in a mobile communication environment with dynamically varying link characteristics with potentially poor bandwidth causing long round-trip times (RTT). This is because of the fact that FECC is a progressive protocol that requires continuous transmission of PTZF commands by the receiver until the user obtains the stream with the desired ROI. In other words, the sender (where the encoding occurs) does not have the exact ROI information and the receiver (where the user interface generates ROI information) does not know the step sizes the sender would use in processing the received PTZF commands (e.g., in how many pixels of up/down and left/right translation that a given P and T command results in, or how much zooming occurs after transmission of a Z command), and these factors of uncertainty require sending a sequence of PTZF commands using the FECC protocol until the stream with the desired ROI can be received. We now construct an example below to better explain the problem.

Example setup:
· 1080p Video Conferencing, with negotiated resolution 1920x1080

· Assume Z command results in 90% centered zoom in both x and y dimensions (leaving out 10% of the original image from x and y dimensions) 

· Assume P command results in left/right movement across tiles around the center tile, quarter x-tile-size of a step with each command 

· Assume T command results in up/down movement across tiles around the center tile, quarter y-tile-size of a step with each command

· RTT = Round trip time = 300ms, 

· UI_delay = User interface delay to issue new command = 100ms

With these assumptions, let’s consider the following ROI shown below as the green area: 
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· Assuming the lower left hand corner to be the origin (0,0), let’s consider the green rectangular region to be the ROI corresponding to the coordinates X(1080,1560), Y(540,810). 

· Need at least 8 Zoom commands (shown by red arrow), to obtain the center tile (shown in dashed blue) after zooming with the x-y coordinates X(720,1200), Y(405,675), and corresponding tile of dimensions 480x270, i.e., with x-tile-size=480 pixels and y-tile-size=270 pixels. 

· Need 2 up, 3 right moves needed to obtain ROI, shown with yellow arrows

· Total of 13 commands to be sent => latency is bounded between 13*UI_delay + RTT =1.6s and 13*RTT = 3.9s

As seen through this example, the latency experienced by the user in order to view the stream corresponding to its requested ROI can be as large as 3.9 seconds, which can cause poor user experience.
5.2.2 Proposed Potential Solution
The suggested approach to address this shortcoming of the direct application of the FECC protocol is an extension that marries the use of FECC with signalling of exact ROI coordinates, when found to be useful. In other words, the video receiver can signal the exact ROI coordinates to the video sender (far end terminal) in one shot, e.g., in an RTCP feedback message, so that the corresponding stream can be encoded and transmitted by the sender. This approach referred to as ‘Exact-ROI’. For this setting, the latency experienced by the user prior to viewing the stream corresponding to its requested ROI would simply be UI_delay + RTT = 0.4s
Exact-ROI consists in signalling of the current requested ROI of the receiving user to the sender so that the sending UE can optimally encode and transmit the captured video. When Exact-ROI is successfully negotiated, it can be signalled by the MTSI client. 

The signalling of the Exact-ROI may use RTCP feedback messages. When using RTCP feedback messages, the receiving terminal would include the current ROI information of the user in the RTCP feedback messages it is transmitting to the sending terminal
Two attributes may be used to define the ROI to be included in RTCP feedback messages:

· Position - specifies the upper left corner of the area covered in the original content
· Size - specifies the size of the area covered in the original content in relative values
Example: position="0:0", size="0.33:0.33"
We now describe the detailed procedures for the Exact-ROI solution.

Session description protocol (SDP) based signaling between the sending and receiving terminals allow for offer/answer considerations in the media-related capability negotiation for ROI capabilities, e.g., 1) ability to indicate one or both of pre-defined ROI and arbitrary ROI modes in RTCP feedback messages (requested by the receiver and signaled to the sender), 2) in case of pre-defined ROI, sender’s ability to indicate the offered pre-defined ROIs in the SDP offer, 3) ability to indicate transmitted (actual) ROI in RTP header extension messages (signaled by the sender), and 4) ability to understand/process ROI information and encode video accordingly (performed at sender).
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‘Arbitrary ROI’ Mode: In case of signaling ROI information using RTCP messages from the receiver to the sender, an MTSI client supporting the ‘Arbitrary ROI’ feature can offer ‘Arbitrary ROI’ in SDP for all media streams containing video. ‘Arbitrary ROI’ may be offered by including the a=rtcp-fb attribute with a newly-defined ‘Arbitrary ROI’ type under the relevant media line scope. The ‘Arbitrary ROI’ type in conjunction with the RTCP feedback method can be expressed with the following parameter: 3gpp-roi-arbitrary. A wildcard payload type ("*") may be used to indicate that the RTCP feedback attribute for ROI signaling applies to all payload types. If several types of ROI feedback are supported and/or the same ROI feedback shall be specified for a subset of the payload types, several "a=rtcp-fb" lines can be used. Here is an example usage of this attribute to signal ‘Arbitrary ROI’ relative to a media line based on the RTCP feedback method: 
a=rtcp-fb:* 3gpp-roi-arbitrary

‘Pre-defined ROI’ Mode: In case of signaling ROI information using RTCP messages from the receiver to the sender, an MTSI client supporting the ‘Pre-defined ROI’ feature can offer ‘Pre-defined ROI’ in SDP for all media streams containing video. ‘Pre-defined ROI’ may be offered by including the a=rtcp-fb attribute with a newly-defined ‘Pre-defined ROI’ type under the relevant media line scope. The ‘Pre-defined ROI’ type in conjunction with the RTCP feedback method can be expressed with the following parameter: 3gpp-roi-predefined. A wildcard payload type ("*") may be used to indicate that the RTCP feedback attribute for ROI signaling applies to all payload types. If several types of ROI feedback are supported and/or the same ROI feedback shall be specified for a subset of the payload types, several "a=rtcp-fb" lines can be used. Here is an example usage of this attribute to signal ‘Pre-defined ROI’ relative to a media line based on the RTCP feedback method: 
a=rtcp-fb:* 3gpp-roi-predefined
The RTCP feedback method can involve signaling of ROI information in both of the immediate feedback and early RTCP modes. The new RTCP feedback types for ‘Arbitrary ROI’ and ‘Pre-defined ROI’ can be registered as follows:
Value name: 3gpp-roi-arbitrary
Long name: Video region-of-interest (ROI) arbitrarily selected by the endpoint
Reference: 3GPP TS 26.114.

Value name: 3gpp-roi-predefined
Long name: Video region-of-interest (ROI) pre-defined by the sender and selected by the endpoint
Reference: 3GPP TS 26.114.

In the ABNF for rtcp-fb-val, there is a placeholder called rtcp-fb-id to define new feedback types. "3gpp-roi-arbitrary"and “3gpp-roi-predefined” are defined as a new feedback types for ROI information signaling, and the ABNF is given as follows defined here:

rtcp-fb-val =/ "3gpp-roi-arbitrary" 

rtcp-fb-val =/ "3gpp-roi-predefined" 
Moreover, an MTSI sender supporting the predefined ROI feature can offer detailed predefined ROI information in the initial offer-answer negotiation by carrying it in SDP. It should indicate how many predefined ROIs there are, what each ROI’s ID is, what each ROI’s name is, what each ROI’s area is. 
Predefined ROIs may be offered by including the "a=predefined_ROI" attribute under the relevant media line. The following parameters can be provided in the attribute for each predefined ROI:
· Position_X - specifies the x-coordinate for the upper left corner of the ROI area covered in the original content in units of pixels
· Position_Y - specifies the y-coordinate for the upper left corner of the ROI area covered in the original content in units of pixels
· Size_X - specifies the x-coordinate for the size of the ROI area covered in the original content in relative values (e.g., in percentage of the x-dimensional size of the original content)
· Size_Y - specifies the y-coordinate for the size of the ROI area covered in the original content in relative values (e.g., in percentage of the y-dimensional size of the original content)
· ID – identifies the pre-defined ROI offered by the MTSI sender
· Name- specifies the name of the predefined ROI.

The name can be displayed in a suitable location of the corresponding predefined ROI. The MTSI client may also choose one from all the predefined ROIs by its name. 

The number of predefined ROIs can be acquired by counting the number of "ID".

If it just provides the "a=predefined_ROI" but not "a=rtcp-fb:* 3gpp-roi-predefined " in SDP, the "a=predefined_ROI" should be ignored.
An MTSI receiver may use RTCP feedback messages for signalling to the MTSI sender which predefined ROI it would like to choose and receive. In this predefined ROI request message, one parameter should be included:

· ID - specifies the identification of a requested predefined ROI.
The value of "ID" should be acquired from the "a=predefined_ROI" attributes that are indicated in the initial offer-answer negotiation.
When an MTSI sender accepts the request, it must transfer the desired predefined ROI to the MTSI receiver. Before that, it should signal the executive result for the request. In this predefined ROI response message, one parameter should be included:

· Result - specifies the executive result for the request, success or failure. 
When the predefined ROIs information changes, an UPDATE/ ReINVITE message is needed to express the new predefined ROIs information from an MTSI sender to an MTSI receiver by including the "a=predefined_ROI" attribute . The MTSI sender may update all the content of predefined ROIs, including the total number of predefined ROIs, and the position, size and name of each of the predefined ROIs.
Format of ROI Signalling in RTCP Feedback Messages (as specified in IETF RFC 4585):
The ROI feedback message is identified by PT (payload type) = PSFB (206) which refers to payload-specific feedback message. A new FMT (feedback message type) can be assigned for ROI feedback messages and should be registered with IANA accordingly. 

The FCI (feedback control information) format for this message is as follows. The FCI must contain at least one and may contain more than one ROI. The ROI information is composed of five parameters:

· Position_X - specifies the x-coordinate for the upper left corner of the ROI area covered in the original content in units of pixels
· Position_Y - specifies the y-coordinate for the upper left corner of the ROI area covered in the original content in units of pixels
· Size_X - specifies the x-coordinate for the size of the ROI area covered in the original content in relative values (e.g., in percentage of the x-dimensional size of the original content)
· Size_Y - specifies the y-coordinate for the size of the ROI area covered in the original content in relative values (e.g., in percentage of the y-dimensional size of the original content)
· ID – identifies the pre-defined ROI selected by the MTSI receiver
For ‘Arbitrary ROI’, the RTCP feedback message for ROI can contain the parameters Position_X, Position_Y, Size_X and Size_Y. The values for the each of the parameters Position_X, Position_Y, Size_X and Size_Y shall be indicated using [X] bytes. An MTSI sender which has negotiated ‘Arbitrary ROI’ should seek to find the Position_X, Position_Y, Size_X and Size_Y parameters in the RTCP feedback message from the MTSI receiver. 

For ‘Pre-defined ROI’, the RTCP feedback message for ROI can contain the ID parameter. The value for the ID parameter shall be indicated using [X] bits. An MTSI sender which has negotiated ‘Pre-defined ROI’ should seek to find the ID parameter in the RTCP feedback message from the MTSI receiver. 

An MTSI sender which has negotiated both of ‘Arbitrary ROI’ and ‘Pre-defined ROI’ should first seek to identify the ID parameter in the RTCP feedback message for the pre-defined ROI information. If there’s no ID parameter, then the MTSI sender may seek the Position_X, Position_Y, Size_X and Size_Y parameters in the RTCP feedback message from the MTSI receiver.

The semantics of the ROI feedback messages is independent of the payload type.

‘Arbitrary ROI’ and ‘Pre-defined ROI’ can be supported bi-directionally or uni-directionally depending on how clients negotiate to support the feature during SDP capability negotiations. For terminals with asymmetric capability (e.g. the ability to process ROI information but not detect/signal ROI information), the sendonly and recvonly attributes may be used. Terminals can express their capability in each direction sufficiently clearly such that signals are only sent in each direction to the extent that they both express useful information and can be processed by the recipient.
‘Arbitary ROI’ and ‘Pre-defined ROI’ support can be offered at the same time, or only one of them may be offered. When both capabilities are successfully negotiated by the MTSI sender and receiver, it is the MTSI receiver’s decision to request an arbitrary ROI or one of the pre-defined ROIs at a given time. It should be noted that when pre-defined ROIs are offered by the MTSI sender, it is also the responsibility of the MTSI sender to detect and track any movements of the ROI, e.g., the ROI could be a moving car, or moving person, etc. and refine the content encoding accordingly.
It should be noted that the presence of ROI signalling should not impact the negotiated resolutions (based on SDP imageattr attribute) between the sending and receiving terminals. The only difference is that the sending terminal would encode only the ROI with the negotiated resolution rather than the whole captured frame, and this would lead to a higher overall resolution and better user experience than having the receiving terminal zoom in on the ROI and crop out the rest of the frame. 
An MTSI sender may have to handle multiple simultaneously received ROI requests. The encoder at the MTSI sender may consider the multiple ROI requests to determine a proximity ROI that is a larger area that contains all the requested ROIs, and encode the transmitted video stream according to the proximity ROI. The encoder may iteratively adjust the proximity ROI based on the interactive additional ROI requests received from the remote clients. These additional ROI requests can be in the form of PTZF commands (using the FECC protocol) corresponding to the desired translation of the proximity ROI each MTSI receiver wishes the MTSI sender to make. Alternatively, the MTSI sender may offer the set of candidate proximity ROIs to the MTSI receivers using the pre-defined ROI signalling framework, and collect responses from the MTSI receivers to determine their preferred proximity ROIs. By considering these additional ROI requests, the MTSI sender can make a better decision on the proximity ROI to fulfil the requests of as many MTSI receivers as possible.  
The sending terminal may potentially indicate actual transmitted ROI for its forward-direction video streams. We refer to this framework as ‘Actual ROI’. We document two possible approaches here to realize the ‘Actual ROI’ capability:

1- RTP header extensions: In case of signaling actual transmitted ROI information using RTP header extension messages from the sender to the receiver, an MTSI client supporting the ‘Actual ROI’ can offer ROI in SDP for all media streams containing video. ‘Actual ROI’ may be offered by including the a=extmap attribute indicating the ‘Actual ROI’ URN under the relevant media line scope. The ‘Actual ROI’ can be set as: urn:3gpp:roi-actual. Here is an example usage of this URN to signal ‘Actual ROI’ relative to a media line: 
a=extmap:7 urn:3gpp:roi-actual
The number 7 in the example may be replaced with any number in the range 1-14. 

Format of Actual ROI Signalling in RTP Header Extensions (as specified in IETF RFC 5285):

The two-byte form of the header can be used. As such the values for the parameters Position_X, Position_Y, Size_X and Size_Y can each be indicated using [4 bits], with the first byte formatted as 

Position_X     Position_Y

and second byte formatted as 

Size_X           Size_Y

2- RTCP Feedback: The RTCP feedback method can also be used to signal the actual transmitted ROI information from the MTSI sender to the receiver. As such, both ROI requests from the MTSI receiver to the sender, as well as the ROI response from the MTSI sender to the receiver, may be signaled using the RTCP feedback method, as depicted in the figure below.
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The ROI feedback message is identified by PT (payload type) = PSFB (206) which refers to payload-specific feedback message. A new FMT (feedback message type) can be assigned for ROI feedback messages and should be registered with IANA accordingly. 

The FCI (feedback control information) format for this message is as follows. The FCI must contain at least one and may contain more than one ROI. The ROI information is composed of five parameters:

· Position_X - specifies the x-coordinate for the upper left corner of the ROI area covered in the original content in units of pixels
· Position_Y - specifies the y-coordinate for the upper left corner of the ROI area covered in the original content in units of pixels
· Size_X - specifies the x-coordinate for the size of the ROI area covered in the original content in relative values (e.g., in percentage of the x-dimensional size of the original content)
· Size_Y - specifies the y-coordinate for the size of the ROI area covered in the original content in relative values (e.g., in percentage of the y-dimensional size of the original content)
· ID – identifies the pre-defined ROI transmitted by the MTSI sender
· Result - specifies the executive result for the request, success or failure, i.e., success means that the actual ROI transmitted is identical to the requested ROI by the user, and failure means otherwise 
In the actual ROI transmitted is identical to the requested ROI by the user, the RTCP feedback from the MTSI sender to the MTSI receiver should only contain the Result parameter set to ‘success’. If the MTSI sender set the Result parameter to ‘failure’, then it must also indicate the actual ROI transmitted, by either the ID parameter (for pre-defined ROI), or by the parameters Position_X, Position_Y, Size_X and Size_Y (for arbitrary ROI).
In the tables below, we present examples of SDP offer and answer messages for ROI capability negotiation:

Table 1: Example SDP offer indicating pre-defined and arbitrary ROI signalling support
	SDP offer

	m=video 49154 RTP/AVP 99

a=tcap:1 RTP/AVPF

a=pcfg:1 t=1

b=AS:315

b=RS:0

b=RR:2500

a=rtpmap:99 H264/90000

a=fmtp:99 packetization-mode=0; profile-level-id=42e00c; \

     sprop-parameter-sets=J0LgDJWgUH6Af1A=,KM46gA==

a=imageattr:99 send [x=320,y=240] [x=240,y=320] recv [x=320,y=240] [x=240,y=320]
a=predefined_ROI:99 [ID=0,Position_X=0,Position_Y=0,Size_X=0.5,Size_Y=0.5,Name=museum],[ID=1,Position_X=0,Position_Y=120,Size_X=0.5,Size_Y=0.5,Name=cinema], [ID=2,Position_X=160,Position_Y=0,Size_X=0.5,Size_Y=0.5,Name=park], [ID=3,Position_X=160,Position_Y=120,Size_X=0.5,Size_Y=0.5,Name= zoo]
a=rtcp-fb:* trr-int 5000

a=rtcp-fb:* nack

a=rtcp-fb:* nack pli

a=rtcp-fb:* ccm fir

a=rtcp-fb:* ccm tmmbr
a=rtcp-fb:* 3gpp-roi-arbitrary
a=rtcp-fb:* 3gpp-roi-predefined


Table 2: Example SDP answer accepting only arbitrary ROI signalling support

	SDP answer

	m=video 49154 RTP/AVPF 99

a=acfg:1 t=1

b=AS:315

b=RS:0

b=RR:2500

a=rtpmap:99 H264/90000

a=fmtp:99 packetization-mode=0; profile-level-id=42e00c; \

     sprop-parameter-sets=J0LgDJWgUH6Af1A=,KM46gA==

a=imageattr:99 send [x=320,y=240] [x=240,y=320] recv [x=320,y=240] [x=240,y=320]
a=rtcp-fb:* trr-int 5000

a=rtcp-fb:* nack

a=rtcp-fb:* nack pli

a=rtcp-fb:* ccm fir

a=rtcp-fb:* ccm tmmbr

a=rtcp-fb:* 3gpp-roi-arbitrary


Table 3: Example SDP answer accepting only predefined ROI signalling support

	SDP answer

	m=video 49154 RTP/AVPF 99

a=acfg:1 t=1

b=AS:315

b=RS:0

b=RR:2500

a=rtpmap:99 H264/90000

a=fmtp:99 packetization-mode=0; profile-level-id=42e00c; \

     sprop-parameter-sets=J0LgDJWgUH6Af1A=,KM46gA==

a=imageattr:99 send [x=320,y=240] [x=240,y=320] recv [x=320,y=240] [x=240,y=320]
a=rtcp-fb:* trr-int 5000

a=rtcp-fb:* nack

a=rtcp-fb:* nack pli

a=rtcp-fb:* ccm fir

a=rtcp-fb:* ccm tmmbr

a=rtcp-fb:* 3gpp-roi-predefined
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