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Introduction
RAN1 introduced the concept of Bandwidth Parts (BWP) which intends to configure the UE with an operation bandwidth that can be less than the actual carrier bandwidth. This has obviously similarities to the handling of “bandwidth reduced” UEs in LTE (Cat-M1) which are not able to operate on the entire carrier bandwidth[footnoteRef:2]. Like in LTE Cat-M1 the configured BWP may not coincide with the carrier’s SSB (PSS/SSS/MIB) and it must be discussed how the UE acquires cell sync, performs measurements and acquires SIB in such cases.  [2:  The discussion is primarily about carriers spanning several 100 MHz and UEs supporting e.g. “only” carriers of 100 MHz. In other words, this concept addresses UEs supporting an operating bandwidth that is 100 times wider than for Cat-M1. ] 

Besides this core part of the BWP functionality, RAN1 also discussed other flavours e.g. with additional SSBs in the same carrier or in the same BWP as well as the possibility to configure a UE with several possibly overlapping BWPs among which the network can switch by means of L1 control signals (DCI). In this paper we discuss the some of the additional complexity such flavour would impose and propose to down-prioritize those. 
[bookmark: _Ref178064866]Discussion
BWP vs. Carrier
In LTE, the UE is made aware of the entire carrier bandwidth through MIB (initial access) and through dedicated signalling in case of HO and SCell addition. RAN4 has not yet decided whether an NR UE must be made aware of the carrier bandwidth or whether it might be sufficient to inform it only about its operating bandwidth, i.e. about its BWP. This makes it difficult to discuss the actual signalling details of BWP and carriers but it should anyway be possible to settle some basic principles... as discussed in the following sub-sections. 
Initial- and Dedicated BWPs
The downlink and uplink bandwidth parts determine the frequency range in which the UE is required to receive and transmit data channels (PDSCH and PUSCH) and corresponding control channels (PDCCH and PUCCH). As a starting point, a BWP cannot span more than the configured carrier bandwidth. 
[bookmark: _Toc494192968][bookmark: _Toc494195923][bookmark: _Toc494213055][bookmark: _Toc494438024][bookmark: _Toc494439197][bookmark: _Toc494439351]A BWP is smaller or equal to (but not larger than) than the carrier bandwidth.
A key aspect of the BWP concept (as opposed to using only the carrier  bandwidth) is to support UEs that cannot handle the entire carrier bandwidth. UEs supporting the full carrier bandwidth can also utilize the entire carrier. 
[bookmark: _Toc494438034][bookmark: _Toc494439207][bookmark: _Toc494439361]In dedicated signalling, the NW configures the DL BWP and the UL BWP in accordance with the UE capabilities
 
The BWPs can be configured by dedicated signalling in the first RRCReconfiguration after connection establishment (i.e., when the NW knows the UE capabilities). However, already before that point in time the UE must read PDCCH and PDSCH to acquire SIB1, to receive Paging messages and to receive Msg2, Msg4 and the above-mentioned RRCReconfiguration. Hence, the UE must be configured with an “initial BWP”: 
	RAN1 Agreement: 
•	There is an initial active DL/UL bandwidth part pair to be valid for a UE until the UE is explicitly (re)configured with bandwidth part(s) during or after RRC connection is established
	–	The initial active DL/UL bandwidth part is confined within the UE minimum bandwidth for the given frequency band
	–	FFS: details of initial active DL/UL bandwidth part are discussed in initial access agenda



[bookmark: _Toc494438035][bookmark: _Toc494439208][bookmark: _Toc494439362]The NW indicates the initialBWP in MIB. The UE acquires SIB1, other SI messages, Paging, Msg2 and Msg4 from the initialBWP.
A network may still decide to configure a wider initial BWP than some UEs support. This may be the case if the NW wants to optimize the SIB acquisition time or connection establishment time by using a wider bandwidth. But this situation may also occur if a legacy network does not yet support UEs with lower complexity. The UE discovers this based on the initial BWP configured in MIB and since it cannot acquire SIB1 it should consider the cell as barred. 
[bookmark: _Toc494438036][bookmark: _Toc494439209][bookmark: _Toc494439363]A UE that does not support the width of the initialBWP indicated in MIB considers the cell as barred. 
Upon successful connection establishment, the network should configure a BWP in accordance with the UE capabilities. The BWP configuration is specific for a serving cell, i.e., the network must at least a DL BWPs for each serving cell. And UL BWP is configured for PCells and for SCells with configured UL
[bookmark: _Toc494192967][bookmark: _Toc494195922][bookmark: _Toc494213054][bookmark: _Toc494438037][bookmark: _Toc494439210][bookmark: _Toc494439364]The NW configures a downlink BWP for each of the UE’s serving cells (in ServingCellConfigDedicated). 
[bookmark: _Toc494438038][bookmark: _Toc494439211][bookmark: _Toc494439365]The NW configures a uplink BWP for each of the UE’s serving cells with configured UL (in ServingCellConfigDedicated). 
[bookmark: _Toc494438039][bookmark: _Toc494439212][bookmark: _Toc494439366]If RAN4 decides that the NW advertises the carrier bandwidth (e.g. in MIB/SIB1), RAN2 may consider omitting the BWP configuration if the UE supports the full carrier bandwidth. 
[bookmark: _Ref494434076]BWP with and without SSB
In LTE, each cell was characterized by its center frequency (UL+DL for FDD), by the carrier bandwidth, and by the physical cell ID conveyed in PSS/SSS. The PSS/SSS used to be at the carrier’s center frequency. 
In NR, the SSB-frequency is not necessarily the center frequency which will require signalling both values or one value and an offset (as already discussed in the context of RRM measurements). 
Upon initial access, the UE must discover the (one) SSB, acquire sync, acquire MIB and then attempt to read SIB1. At this point the UE has selected the cell, i.e., an SSB on a certain frequency. 
When the UE establishes an RRC connection, the NW may configure a dedicated BWP as explained in section 2.3. That BWP may overlap with the SSB’s frequency. If so, the UE is able to (re-)acquire the SSB at any time in order to re-gain sync and to perform SS-based measurements. 
[bookmark: _Toc494438025][bookmark: _Toc494439198][bookmark: _Toc494439352]If the UE’s DL BWP coincides with the SSB-frequency of the UE’s serving cell, the UE does not require inter-frequency measurement gaps to (re-)acquire the SSB and to perform SS-based measurements. 
However, if operating bandwidth of a cell (carrier) is wide and if many UEs have an operation bandwidth which is significantly narrower than the carrier bandwidth, the network will allocate UEs to BWPs that do not coincide the with SSB frequency in order to balance the load and to maximize the system capacity. As in LTE Cat-M1 this implies that these UEs need (inter-frequency, intra-carrier) measurement gaps to re-sync with their serving cell’s SSB and to detect and measure neighbour cells. 
[bookmark: _Ref494436222][bookmark: _Toc494438026][bookmark: _Toc494439199][bookmark: _Toc494439353]If the UE’s DL BWP does not coincide with the SSB-frequency of the UE’s serving cell, the UE requires inter-frequency (intra-carrier) measurement gaps to (re-)acquire the SSB and to perform SS-based measurements. 
What may appear as a problem is just a natural consequence of the decision to deploy a cell with a wide operating bandwidth with just a single SSB and a single occurrence of System Information. Nevertheless, RAN1 suggests introducing the possibility to inform a UE about additional SSB frequencies within a carrier and thereby to ensure that each/more UE find an SSB in their configured BWP. At a first glance this would remove the need for measurement gaps. However, it does not fit to the way how RAN2 defined RRM measurements: In most RRM measurement events the UE compares a neighbour cell to the serving cell. As explained above, a cell is characterized by an SSB on a certain frequency and by the associated SIB1. The UE selects such cell (initial access) or is configured with that serving cell (HO, SCell addition). This seems to suggest that a UE being configured with a BWP containing its own SSB should be moved to that cell, i.e., the UE must do an inter-frequency HO from its original serving cell’s SSB to the BWP’s SSB. If that SSB is also associated with system information (at least SIB1) the UE can camp on that SSB... which is actually just another cell. 
[bookmark: _Toc494438027][bookmark: _Toc494439200][bookmark: _Toc494439354]Configuring a UE with a BWP and an SSB inside that BWP is equivalent to an inter-frequency HO if that SSB is associated with at least SIB1. 
This ensures that all RRM measurement definitions remain unchanged, i.e., the UE consider simply that new SSB as its serving cell and searches (typically) for neighbour cells’ SSBs on the same frequency. 
However, if the “additional SSB” does not point to a SIB1, the UE can by definition not camp on it and not use it as a PCell. Hence, the NW cannot “handover” the UE to the “additional SSB”. 
[bookmark: _Toc494438028][bookmark: _Toc494439201][bookmark: _Toc494439355]If the BWP and its SSB are not associated with a SIB1, a UE cannot camp on that “cell” and it cannot use it as PCell. 
It would be possible to configure that additional SSB in the BWP as SCell and to configure e.g. an A6 event to discover neighbours on the additional SSB’s frequency. Those measurements could be done without gaps. However, a UE must also be able to measure its PCell, i.e., the original SSB. That is however only possible with measurement gaps (Observation 3). Unfortunately, the sole purpose of the additional SSB in the BWP was to avoid configuring measurement gaps.
[bookmark: _Toc494438029][bookmark: _Toc494439202][bookmark: _Toc494439356]Since a UE is required to measure on its PCell and to acquire SI there, it would need gaps even if it is configured with an additional SSB inside its BWP. 
RAN1 did not primarily consider the additional SSB in the BWP as an SCell. The intention seems to be to provide the UE with the information that there is an additional SSBs for sync. Obviously, this will not change the root cause of the problem (since gaps are still necessary to acquire the “PCell SSB” and the associated SI) and it requires changes to the RRM event definitions which currently know only serving cells (PCell/SCell) and no “additional SSBs”. 
Of course, not only the RRM measurement framework but also the other radio resource configuration and the UE capability signalling would require significant changes to configure “additional SSBs” for a UEs serving cell. Modelling “additional SSB” as CA SCells is already possible without further changes. 
[bookmark: _Toc494438030][bookmark: _Toc494439203][bookmark: _Toc494439357]The possibility to configure “additional SSBs” for a UEs serving cell would have significant impact to the RRM framework, to the actual resource configuration signalling and to the UE capability signalling. 
[bookmark: _Toc494438031][bookmark: _Toc494439204][bookmark: _Toc494439358]Using SCells instead of “additional SSB” is already supported without further changes. 
This leaves the question whether it could be more resource efficient to use a wide carrier with several SSBs instead of splitting the carrier into several “narrower” (e.g. 100 MHz each) carriers and to apply CA for the UEs that support this. Traditionally, adjacent carriers required a guard band so that even a UE configured for contiguous carrier aggregation across those carriers could not use the full bandwidth. However, RAN4 informed RAN1 and RAN2 that NR should support adjacent carriers without such guard bands. 
[bookmark: _Toc494438032][bookmark: _Toc494439205][bookmark: _Toc494439359]The possibility to reduce or omit guard bands in between adjacent carriers renders “wide carriers with several SSBs” and “several narrower carriers” equivalent in terms of resource efficiency. 
Furthermore, the overhead due to SSBs is anyway present in both variants. Omitting the SIB1 could be seen as an advantage in terms of overhead but the overhead due to one SSB1 on a 100 MHz carrier can be considered negligible. Further, one should bear in mind that the additional cells with their own system information enable load balancing for IDLE UEs and hence they increase the available resources for initial access... which tend to be limiting in today’s networks. 
[bookmark: _Toc494438040][bookmark: _Toc494439213][bookmark: _Toc494439367]RAN2 focuses on solutions that use BWP to serve UEs with an operating bandwidth smaller than the serving cell’s operating bandwidth (carrier frequency). Down-prioritize solutions where a UE is configured with “additional SSBs” and rely on CA instead, i.e., split a wide carrier into narrower carriers with their own serving cells and apply CA for UEs supporting it. Alternatively, deploy a wide carrier and configure measurement gaps for UEs using a narrow BWP not coinciding with the cell’s SSB frequency .
Changing the BWP
A change of the BWP will typically require re-tuning the UE’s RF. Such RF re-tuning occurred e.g. upon SCell Activation/Deactivation in LTE. Based on RAN4 assessment it caused at least interruptions (glitches) in the order of a subframe. Activating a new carrier was found to take up to ~30 ms. RAN4 has not investigated how long it may take to switch among BWPs. It may depend on whether the BWPs use the same SSB as sync reference and on whether one BWP is just a subset of the other BWP or not. We expect that RAN4 will discuss the details and assume for the time being the following:  
[bookmark: _Toc494438033][bookmark: _Toc494439206][bookmark: _Toc494439360]Changing of or switching among BWPs implies RF re-tuning which will likely causes glitches and interruptions of control and data channels. 
RAN1 discussed the possibility to configure several possibly overlapping BWPs via RRC and to toggle then more dynamically by L1 control signalling. Naturally, such two-level configurations increase the complexity and should only be considered if the are known to give significant benefits. If the RF switching time (glitch/interruption) is in the order of the RRC signalling delay, advanced signalling schemes give obviously no noticeable benefits. But even if the RF delays are lower the actual benefits of reducing the signalling delay should be quantified. 
[bookmark: _Toc494438041][bookmark: _Toc494439214][bookmark: _Toc494439368][bookmark: _Toc494438042][bookmark: _Toc494439215]Advanced signalling schemes for switching the BWP configuration should not be discussed before RAN4 has analysed the expected glitches/interruptions and they should only be considered if they are proven to offer significant gains over RRC configuration and over CA configurations (offering MAC based activation/deactivation).

Conclusion
In section 2 we made the following observations:
Observation 1	A BWP is smaller or equal to (but not larger than) than the carrier bandwidth.
Observation 2	If the UE’s DL BWP coincides with the SSB-frequency of the UE’s serving cell, the UE does not require inter-frequency measurement gaps to (re-)acquire the SSB and to perform SS-based measurements.
Observation 3	If the UE’s DL BWP does not coincide with the SSB-frequency of the UE’s serving cell, the UE requires inter-frequency (intra-carrier) measurement gaps to (re-)acquire the SSB and to perform SS-based measurements.
Observation 4	Configuring a UE with a BWP and an SSB inside that BWP is equivalent to an inter-frequency HO if that SSB is associated with at least SIB1.
Observation 5	If the BWP and its SSB are not associated with a SIB1, a UE cannot camp on that “cell” and it cannot use it as PCell.
Observation 6	Since a UE is required to measure on its PCell and to acquire SI there, it would need gaps even if it is configured with an additional SSB inside its BWP.
Observation 7	The possibility to configure “additional SSBs” for a UEs serving cell would have significant impact to the RRM framework, to the actual resource configuration signalling and to the UE capability signalling.
Observation 8	Using SCells instead of “additional SSB” is already supported without further changes.
[bookmark: _GoBack]Observation 9	The possibility to reduce or omit guard bands in between adjacent carriers renders “wide carriers with several SSBs” and “several narrower carriers” equivalent in terms of resource efficiency.
Observation 10	Changing of or switching among BWPs implies RF re-tuning which will likely causes glitches and interruptions of control and data channels.

Based on the discussion in section 2 we propose the following:
Proposal 1	In dedicated signalling, the NW configures the DL BWP and the UL BWP in accordance with the UE capabilities
Proposal 2	The NW indicates the initialBWP in MIB. The UE acquires SIB1, other SI messages, Paging, Msg2 and Msg4 from the initialBWP.
Proposal 3	A UE that does not support the width of the initialBWP indicated in MIB considers the cell as barred.
Proposal 4	The NW configures a downlink BWP for each of the UE’s serving cells (in ServingCellConfigDedicated).
Proposal 5	The NW configures a uplink BWP for each of the UE’s serving cells with configured UL (in ServingCellConfigDedicated).
Proposal 6	If RAN4 decides that the NW advertises the carrier bandwidth (e.g. in MIB/SIB1), RAN2 may consider omitting the BWP configuration if the UE supports the full carrier bandwidth.
Proposal 7	RAN2 focuses on solutions that use BWP to serve UEs with an operating bandwidth smaller than the serving cell’s operating bandwidth (carrier frequency). Down-prioritize solutions where a UE is configured with “additional SSBs” and rely on CA instead, i.e., split a wide carrier into narrower carriers with their own serving cells and apply CA for UEs supporting it. Alternatively, deploy a wide carrier and configure measurement gaps for UEs using a narrow BWP not coinciding with the cell’s SSB frequency .
Proposal 8	Advanced signalling schemes for switching the BWP configuration should not be discussed before RAN4 has analysed the expected glitches/interruptions and they should only be considered if they are proven to offer significant gains over RRC configuration and over CA configurations (offering MAC based activation/deactivation).
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