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Introduction
In previous RAN1 meetings, the following agreements were made:
Agreement #1 (RAN1 #90bis):
· A beam recovery request can be transmitted if the number of consecutive detected beam failure instance exceeds a configured maximum number
· [bookmark: _GoBack](Working assumption) If hypothetical PDCCH BLER is above a threshold, it is counted as beam failure instance
· Note: Beam failure is determined when all serving beams fail
· The candidate beam can be identified when metric X of candidate beam is higher than a threshold
· FFS: metric X
· 1 or 2 threshold values are introduced
· If 2 thresholds are introduced, one is for SSB and the other is for CSI-RS
· One of the following alternatives will be down-selected in RAN1#91
· Alt-1: Fixed value
· Alt-2: Configurable value by RRC signaling
· RAN2 should specify the RRC signaling to configuration of the threshold
· Note: for beam failure detection, the UE should aware the transmission power offset between CSI-RS and DMRS of PDCCH
· FFS other details.

Agreement #2 (RAN1 #90bis):
· ….
· Confirm the following working assumption:
· Beam failure detection is determined based on the following quality measure:
· Hypothetical PDCCH BLER
· FFS: if RRC parameter is required to set different threshold values for UE to detect beam failure.
· ….
Agreement #3 (RAN1 #90):
· It is up to UE implementation how to select the SS block and corresponding PRACH resource for path-loss estimation and (re)transmission based on SS blocks that satisfy threshold(s)
· If UE does not detect a SS block that satisfy threshold(s), it has the flexibility to select any SS block that allows UE to meet the target received power of the RACH preamble with its maximum transmit power
· UE has a flexibility to select its RX beam to find the list of SS blocks that satisfy the threshold(s)
· FFS: whether threshold(s) for SS block selection is configured or fixed in the spec 
· Counter of power ramping when UE changes its selected SS-block in message 1 re-transmission is unchanged


· 
Agreement #4 (RAN1 #90bis):
· Following RRC parameters related to RACH configuration are agreed: 
· ….
· RSRP-ThresholdSSBlock 
· Range of values is FFS
· …
Agreement #5 (RAN1 NR AdHoc #1):
· NR-PDCCH transmission supports robustness against beam pair link blocking
· UE can be configured to monitor NR-PDCCH on M beam pair links simultaneously, where
· M≥1. Maximum value of M may depend at least on UE capability.
· FFS: UE may choose at least one beam out of M for NR-PDCCH reception
· …
Agreement #6 (RAN1 #90bis):
· Support RRC configuration of a time duration for a time window  and a dedicated CORESET for a UE to monitor gNB response for beam failure recovery request.
· UE assumes that the dedicated CORESET is spatial QCL’ed with DL RS of the UE-identified candidate beam in the beam failure recovery request.
· FFS: multiple dedicated CORESETs can be configured to a UE, where each CORESET can have different spatial QCL configuration
· Note: the time window is determined by a fixed time offset defined in the spec with respect to beam failure recovery request transmission and the RRC configurable time duration starting from the fixed time offset. 
· FFS the value of fixed time offset k (slots).


In this contribution, …
[bookmark: _Ref178064866]Discussion
As was established already in RAN1 #88bis, beam recovery includes the following aspects:
· Beam failure detection
· New candidate beam identification
· Beam failure recovery request transmission
· UE monitors gNB response for beam failure recovery request
In the last few meetings, there has been significant progress on the details of beam recovery. In this contribution, we will discuss the remaining details of the beam recovery. Since “beam” should probably not appear in the specification, we also propose a new naming of the procedures.

Beam failure detection
In Agreement #2, it was agreed to use hypothetical PDCCH BLER as the quality criterion for beam failure detection. With this agreement, beam failure detection and radio link monitoring will use the same quality criterion. 
One issue that has been brought up is if the beam failure detection threshold needs to be configurable. Here we can again compare with RLM: 
[bookmark: _Toc498695347]Beam failure detection and radio link monitoring both aim to discover the situation that the NW cannot reach the UE with a control channel (PDCCH) transmission.
In LTE, there is no parameter which controls the BLER levels at which the UE declares in-sync and out-of-sync: these BLER levels are fixed to 2% and 10% of a hypothetical PDCCH defined by RAN4. The motivation for this lack of a specific parameter which controls this BLER level is that the RLM aims at detecting an error case where the UE cannot be reached at all, there is little reason to be able to configure the threshold: the additional complexity involved in the RAN4 testing was simply not motivated. 
After long discussions, RAN1 has agreed to introduce one additional pair of in-sync/out-of-sync thresholds for RLM purposes in NR. The additional pair was motivated with the understanding that there are services which can operate also when the PDCCH is becoming unreliable, e.g.., VoLTE, which relies on semi-persistent scheduling.
Now, since beam failure detection essentially aims at detecting the same situation the motivation for a BLER threshold parameter to control beam failure detection also weak. Hence, we propose:
[bookmark: _Toc498715263]No RRC parameter is required to set different BLER threshold values for UE to detect beam failure. Use the RLM default BLER OOS threshold, e.g., 10%.
Alternatively, we may use the same BLER threshold as the one configured for RLM.
Another issue that has become apparent when the specification drafting is the interpretation of how the UE determines the beam failure detection RS. In NR, many reference signals are available for different purposes. In the beam management context, the NW may use SS blocks, periodic, and aperiodic CSI-RS for various purposes. Furthermore, NR supports beam management with and without beam indication. This means that there is no obligation for the NW to provide an updated spatial QCL association to the UE for its reception of the PDCCH: the UE does not have a serving beam. In contrast, the selection of the PDCCH beam is completely up to the network, and under some circumstances, the network may provide the UE with a spatial QCL association to assist its Rx beamforming. 
Based on the fact that the NW is not mandated to provide spatial QCL association to the UE, there is no possibility for the UE to associate any RS with any “PDCCH beam”. Instead, the network must explicitly configure the UE with the RS used for beam failure detection.
[bookmark: _Toc498695348]Since NR supports beam management without beam indication, it must be possible to explicitly configured the UE with the beam failure detection RS.
We note that the same applies also for RLM, where the network must provide the UE with an explicit RLM-RS resource. 
CSI-RS for beam management is the only RS agreed to be used for beam failure detection. The properties of that CSI-RS are not yet fully defined. One property which is being discussed is if there should be a parameter (Pc_PDCCH_DMRS) specifying the power offset between CSI-RS and the PDCCH DMRS. This parameter could then directly be used to impact beam failure detection. The UE could then assume that there is a transmit power difference between the CSI-RS it uses for beam failure detection, and the PDCCH the NW would use to reach it. In essence, this would provide an SINR offset in the calculation of the triggering criterion. For example, if the UE estimates the SINR on the CSI-RS to be Y dB, and the offset is 3dB, the UE would predict that the PDCCH SINR is Y+3dB and use that in the triggering. Clearly, this would introduce some extra freedom in the configuration of the beam failure detection. However, in our understanding, it is quite likely that the transmit power of the CSI-RS and the PDCCH and the PDCCH DMRS are the same, that they are transmitted in the same beam, and hence received with the same power. Hence, the use for the parameter seems unnecessary, and it looks odd to introduce it among the CSI-RS parameters. 
[bookmark: _Toc498715264]Do not introduce Pc_PDCCH_DMRS among the CSI-RS parameters.
If such an offset is desirable to control the triggering, it seems more appropriate to introduce that offset among the parameters that control the beam failure detection.
New candidate beam identification
As previously described, there is now agreement on the quality criterion on how to detect beam failure: hypothetical PDCCH BLER. Somewhat surprisingly, there is no agreement on which criterion to use to identify a new candidate beam among the configured set of candidate beams.
The process when the UE finds a new candidate beam is quite similar to the beam selection process during initial access. For initial access, we have the agreement #3, which states that it is up to the UE to select the SS block that satisfy a threshold, whereas agreement #4 implies that the threshold is based on RSRP. Due to the similarities of new beam identification and beam identification, we propose to use the same methodology for new candidate beam identification as for beam selection during initial access.
[bookmark: _Toc498715265]It is up to UE implementation how to select the new candidate beam based on the configured candidate beam identification RS as long as the received power of the candidate beam identification RS satisfies the threshold.
We note that the different criteria are used for beam failure detection and candidate beam identification. During the discussion, it is sometimes mentioned there is a risk for “ping-pong”. “Ping-pong” would happen if the UE declares beam failure based on hypothetical PDCCH BLER, finds a new beam based on RSRP, which is not good enough in terms of hypothetical PDCCH BLER, which would again trigger beam recovery and so on. This argumentation overlooks the fact that the UE must receive successfully at least one PDCCH DMRS to determine that the beam recovery was successful. The reception of the beam recovery response is hence an implicit evaluation  also of the PDCCH BLER:
[bookmark: _Toc498695349]The UE decides that beam recovery is successful only when it has received one PDCCH. Hence, the UE implicitly evaluates the PDCCH BLER also for the new candidate beam.
Depending on configuration, either CSI-RS or the SS block can be used as new candidate beam identification. In agreement #1, the question was brought up if different thresholds were required for SS block and CSI-RS. Essentially, the threshold should be set so that the UE may reach the NW with a PRACH transmission. Assuming that the NW uses an Rx beamformer to receive the PRACH corresponding to the Tx beamformer it used to transmit the candidate beam identification RS, there is no reason why different thresholds are required. We also note that as long as either SS block or CSI-RS is used, the NW can configure the threshold value, taking the RS type into account. We thus have the following two proposals:
[bookmark: _Toc498715266]Use the same criterion and threshold for CSI-RS and SS
[bookmark: _Toc498715267]The threshold should be configurable by dedicated signalling.
Beam failure recovery request transmission
To transmit beam failure recovery request, it has been agreed to reuse contention-free PRACH. We note that the framework for PRACH resources is designed to enable the generation of PRACH preambles for contention-free access, and to assign individual UEs dedicated PRACH preambles, as described in [1]. We thus propose to reuse that framework to generate the preambles. In [1], there are some parameters that need to be defined separately for beam recovery. We thus have the following proposal: 
[bookmark: _Toc498715268]Use the parameters in [1] to define the PRACH preambles used for beam recovery, and add the parameters beamFailure-RSRP-Threshold, beamFailure-PreambleIndex, beamFailure-ResponseWindowSize, beamFailure-PreambleInitialReceivedTargetPower, beamFailure-preambleTransMax, beamFailure-powerRampingStep

During the WI, there has been significant discussion to also allow beam recovery based on PUCCH. Despite these long discussions, the level of detail in the proposed solutions has been low. There are a number of basic questions that have not been resolved: 
· Under what circumstances should PUCCH be used? Sometimes, the PUCCH solution simply mirrors the PRACH functionality, whereas it is sometimes limited to the case when a subset of the control channels fails.
· Should the PUCCH be beam-swept or not?
· Which PUCCH format is considered? Long/short PUCCH? The SR-type PUCCH?
The motivations for the various solutions have also been varying, and at least to us, it is not clear under what circumstances the various solutions would provide any benefit compared to the PRACH solution.
As the Rel-15 deadline is approaching, it has become clear that a solution for beam request transmission over PUCCH would have to rely very much on the already agreed functionality. What is agreed is reporting of RSRP for the configured reference signals. We note that this reporting has a significant amount of flexibility: it can be reported over PUCCH and PUSCH, both aperiodic and periodic. The UE can be configured to report RSRP on any configured subset of reference signals, up to the 4 best RSs.
In our opinion, the most relevant PUCCH-based beam recovery solution is when a subset of the control channels fails. This then clearly relates to the multi-CORESET monitoring, as agreed in agreement #5. In this scenario, the UE could use PUCCH to report that using a still operational beam.
However, we note that the details of a solution based on multi-CORESET monitoring are still somewhat unclear, in particular how the PDSCH, PUCCH and PUSCH transmissions relate to the different CORESETs. Clearly, there is a UE complexity issue to be considered here as well, as noted in agreement #5, that the maximum value of M depends at least on UE capability. Clearly, to benefit from the beam recovery there must be an operational uplink available, and the UE has to be aware of which uplink that is. Also, the NW must be aware that the UE will transmit something in that uplink, to adjust its Rx beam. This points to that the NW must actually have scheduled the transmission of the uplink beam recovery request.
One solution that is brought forward is that the UE may reuse periodic PUCCH reporting resources to transmit the beam failure request. Here we note that the content of a measurement report is configured by the NW. The UE does not have the freedom to report something else: if the UE is configured to report top-N RSRP, the UE should do that. Essentially, the UE cannot decide on its own to report something else. This would complicate the NW design.
We do however note that the normal beam reporting does provide the NW with the possibility to obtain information about the UE situation. The UE can be configured to report RSRP on the beam failure identification RSs, and if that RSRP level becomes too low, the NW may choose to reconfigure the CORESET corresponding to that RS. As was vividly discussed, the RSRP reporting is not as accurate as the hypothetical PDCCH BLER, but the use case here is not as critical, since the performance penalty of the reconfiguration of a secondary CORESET is not as large as a full beam recovery procedure. 
Since there are still uncertainties in the design of a PUCCH-based beam recovery solution, and the already agreed PUCCH-based RSRP reporting can provide rich information about the CORESET quality, we propose 
[bookmark: _Toc498715269]Delay the introduction of PUCCH-based beam recovery request transmission to Rel-16.
Beam failure recovery response
In agreement #6, it was agreed that it should be possible to configure a dedicated CORESET for the monitoring of the gNB response for beam failure recovery request. This agreement may in some cases simplify the NW design, since the NW may reuse some of the functionality used to transmit RAR. It may hence be relevant to have this configuration possibility. 
One other relevant configuration option is to let the UE continue to monitor the same CORESET as it previously monitored. We note that if the latter configuration is used, the NW would have to reconfigure the beam failure response CORESET every time it reconfigures the CORESET the UE monitors. Clearly, this increases signalling load.
To reduce the signalling load for this highly relevant configuration option, we propose to make the configuration of a dedicated CORESET optional. If the UE is not explicitly configured with a CORESET, it shall monitor the CORESET it was previously monitoring. 
[bookmark: _Toc498715270]If the UE is not configured with a dedicated CORESET for beam failure recovery response, the UE should monitor the CORESET previously monitored by the UE.
Naming
During the technical discussions during the WI, RAN1 has frequently used the term “beam”. When writing the specification, it is highly questionable if the term “beam” should be used. For the functionality known as beam recovery, we note that it is applicable also in systems without beams, e.g., as described in [2].  We thus observe 
[bookmark: _Toc498695350]Beam is not defined in the specification, and is not visible from the UE. Furthermore, the “beam recovery” functionality is applicable also for systems without beams.
Hence, the term “beam” should be removed from all the beam recovery-related procedures. The parts of the procedures which have been discussed during the WI are still relevant:
· Beam failure detection
· New candidate beam identification
· Beam failure recovery request transmission
· UE monitors gNB response for beam failure recovery request
It is likely that there will be RRC parameters with names that relate to these steps.
As has been noted, beam failure detection is very similar to radio link monitoring: the UE monitors a reference signal, estimates the BLER of a hypothetical PDCCH and generates periodic indications based on these estimates. The difference is that the UE may monitor different RSs. Therefore, to highlight the similarities, we propose to use the term “Radio link monitoring type B” for beam failure detection.
Regarding candidate beam identification, the UE is not monitoring beams, it is monitoring reference signals. If this part is mentioned in the specification, it makes a lot of sense to use the term “candidate RS identification”
When the UE performs beam recovery, it actually requests the NW to update the QCL association of the CORESET of the PDCCH. This update may be implicit, since there may not be any explicit update of the QCL relations as direct part of the procedure. Such an update will have to performed at a later stage. Since the UE requests the NW to update the QCL association, we propose to use the term “QCL association update request” for beam failure recovery request. Correspondingly, we propose to use the term “QCL association update response” for the beam failure recovery response. Thus, 
[bookmark: _Toc498715271]Use the following naming in the specification: radio link monitoring type B (rather than beam failure detection), candidate RS identification (rather than candidate beam identification), QCL association update request (rather than beam failure recovery request) and QCL association update response (rather than beam failure recovery response).

Conclusions
In this contribution, we made the following observations:
Observation 1	Beam failure detection and radio link monitoring both aim to discover the situation that the NW cannot reach the UE with a control channel (PDCCH) transmission.
Observation 2	Since NR supports beam management without beam indication, it must be possible to explicitly configured the UE with the beam failure detection RS.
Observation 3	The UE decides that beam recovery is successful only when it has received one PDCCH. Hence, the UE implicitly evaluates the PDCCH BLER also for the new candidate beam.
Observation 4	Beam is not defined in the specification, and is not visible from the UE. Furthermore, the “beam recovery” functionality is applicable also for systems without beams.

We make the following proposals:
Proposal 1	No RRC parameter is required to set different BLER threshold values for UE to detect beam failure. Use the RLM default BLER OOS threshold, e.g., 10%.
Proposal 2	Do not introduce Pc_PDCCH_DMRS among the CSI-RS parameters.
Proposal 3	It is up to UE implementation how to select the new candidate beam based on the configured candidate beam identification RS as long as the received power of the candidate beam identification RS satisfies the threshold.
Proposal 4	Use the same criterion and threshold for CSI-RS and SS
Proposal 5	The threshold should be configurable by dedicated signalling.
Proposal 6	Use the parameters in [1] to define the PRACH preambles used for beam recovery, and add the parameters beamFailure-RSRP-Threshold, beamFailure-PreambleIndex, beamFailure-ResponseWindowSize, beamFailure-PreambleInitialReceivedTargetPower, beamFailure-preambleTransMax, beamFailure-powerRampingStep
Proposal 7	Delay the introduction of PUCCH-based beam recovery request transmission to Rel-16.
Proposal 8	If the UE is not configured with a dedicated CORESET for beam failure recovery response, the UE should monitor the CORESET previously monitored by the UE.
Proposal 9	Use the following naming in the specification: radio link monitoring type B (rather than beam failure detection), candidate RS identification (rather than candidate beam identification), QCL association update request (rather than beam failure recovery request) and QCL association update response (rather than beam failure recovery response).
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