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1. Introduction 

In previous RAN1 meetings, the following progress on beam recovery mechanism was made:

Agreement (RAN1#88b):
· UE monitors a control channel search space to receive gNB response for beam failure recovery request

· FFS: the control channel search space can be same or different from the current control channel search space associated with serving BPLs

· FFS: UE further reaction if gNB does not receive beam failure recovery request transmission

Agreement (RAN1# 89):

· To receive gNB response for beam failure recovery request, a UE monitors NR PDCCH with the assumption that the corresponding PDCCH DM-RS is spatial QCL’ed with RS of the UE-identified candidate beam(s)
· FFS whether the candidate beam(s) is identified from a preconfigured set or not
· Detection of a gNB’s response for beam failure recovery request during a time window is supported

· FFS the time window is configured or pre-determined

· FFS the number of monitoring occasions within the time window

· FFS the size/location of the time window

· If there is no response detected within the window, the UE may perform re-tx of the request

· FFS details
Agreement (RAN1 NRAH1703):
WA on trigger condition 1 for beam recovery request transmission is confirmed with following revision

· “Support at least the following triggering condition(s) for beam failure recovery request transmission:

Condition 1: when beam failure is detected and candidate beam is identified at least for the case when only CSI-RS is used for new candidate beam identification”
Agreement (RAN1 NRAH1703):
The following working assumption is confirmed

· For beam failure recovery request transmission on PRACH, support using the resource that is CDM with other PRACH resources

· Note that CDM means the same sequence design with PRACH preambles. 
· Note that the preambles for PRACH for beam failure recover request transmission are chosen from those for contention-free PRACH operation in Rel-15
· Note: this feature is not intended to have any impact on design related to other PRACH resources
· Further consider whether TDM with other PRACH is needed
Note: Companies may further study the necessity and feasibility of additional cyclic shifts on the preamble sequences for transmission of beam failure recovery requests

In this contribution, we discuss more details on quality measure for beam failure evaluation, non-contention PRACH based channel for beam recovery request transmission, and UE generic behavior on beam failure recovery.
2. Quality Measure for Beam Failure Evaluation

Two alternatives are considered as quality measure for beam failure evaluation so far: L1-RSRP and hypothetical control channel performance, i.e., BLER. Some offline discussion on the issue was captured in [2]. In principle, the benefit of using L1-RSRP as quality measure can be summarized as:

· Origin of beam recovery is to deal with blockage, which is better reflected by signal channel L1-RSRP.
· BLER can only be estimated based on BM RS, which does not necessarily reflect actual control channel performance due to variation in interference situation.

· A consistent metric for beam failure evaluation and beam management is used.

Using BLER as quality measure has been criticized for the potential mismatch between the performance estimation based on beam failure detection RS and the actual performance when PDCCH transmission takes place.. For this, we run numerical simulation where SINR statistics for beam failure detection RS and for the scheduled dedicated transmission is collected. In the evaluation, CSI-RS transmissions are configured to transmit periodically, spanning a few adjacent OFDM symbols and individual cells transmit CSI-RS only within a subset of the OFDM symbols. DL transmission is performed based on scheduling results, which include both control and data channel transmission. We assume that same beamformer is used for CSI-RS transmission and for control/data transmission.

The results is shown in Figure 1. The configured CSI-RS resources are used to estimate hypothetical control channel performance (shown in solid lines), whereas actual performance (shown in dotted/dashed lines, with dotted lines assuming higher traffic loading) is estimated after its scheduled transmission). In the figure, different colours illustrate different gNB antenna setting, with black ones assuming coarser beams than red ones. More simulation details can be found in Section 7.2.

It can be observed from the result that SINR of CSI-RS measurement can be substantially lower than SINR of scheduled transmission, since the scheduled transmission is not always on and thus may suffer from less interference. We emphasize the performance gap in SINR region -10 to 0 dB, where substantial gap between CSI-RS measurement and actual channel performance still exists. From RLM perspective, the SINR region is meaningful since IS/OOS is likely to be triggered in the range. This implies that the decision made based on CSI-RS SINR cannot truthfully reflect the situation of scheduled dedicated transmission.
Observation 1: hypothetical performance estimated based beam failure detection RS cannot reflect actual performance of control channel quality.
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Figure 1: Evaluation result of SINR comparison between CSI-RS and scheduled transmission
One of the main concerns of applying L1-RSRP as quality measure is that the behaviour of beam failure recovery procedure may not be consistent with the behaviour of Radio Link Monitor (RLM) procedure. Since RLM relies on BLER quality of control channel, it is partially assumed that beam recovery procedure would harmonize with RLM better if BLER is used as quality measure of beam recovery procedure as well. 

However, it should be noted that RAN4 work plan for CSI-RS based RRM/RLM has been deprioritized [3]. For beam failure detection evaluation, only CSI-RS has been agreed so far. Since RLM and beam recovery detection is likely based on different RS sets, harmonizing them may not be a requirement anymore. In Section 7.1, we further consider the interaction between RLM and beam failure recovery and analyze the potential penalty of using L1-RSRP/BLER as quality measure for beam recovery. Based on the discussion there, it is observed that the penalty of using BLER as quality measure for beam recovery procedure is larger than using L1-RSRP. The analysis can be summarized in Table 1 below. 

Table 1: Penalty analysis on using BLER/RSRP as quality measure for beam failure detection

	Quality measure for beam failure
	High interference scenario

(low SINR, good RSRP)
	Low interference scenario

(good SINR, low RSRP)

	BLER
	Penalty: successful beam failure recovery is likely to delay RLF trigger by RLM
	Nothing happen, but normal beam management procedure would request UE to switch to a good L1-RSRP beam

	L1-RSRP
	RLF can be triggered directly by RLM with reasonable latency
	Beam recovery procedure triggers UE to switch to a good-RSRP beam


Observation 2: RSs used for beam failure detection and RLM are different based on RAN Plenary #77 revised work plan.
Observation 3: NR beam failure recovery should be considered as a decoupled procedure from Radio Link Monitor based on current agreements.

Observation 4: Penalty of using BLER as quality measure for beam failure detection is higher than that of using L1-RSRP, if any.
Proposal 1: For beam failure detection, NR adopts L1-RSRP as quality measure. 
3. Beam Failure Recovery based on Non-contention Based PRACH

For non-contention PRACH-based beam recovery request channel, principles from NR initial access contention-based RACH design can be reused. For example, upon beam failure detection, a candidate beam is decided by UE from a preconfigured/configured beam set. Based on the candidate beam, an associated and yet dedicated PRACH resource is determined for beam recovery request transmission. The dedicated PRACH resource can be FDM’ed or CDM’ed to traditional PRACH resource. Candidate beam index is thus implicitly carried in the selected PRACH resource. For observing gNB response, an observation window of gNB response can be configured between slot #n+1 to slot #n+y. Upon reception of gNB response, beam recovery is considered successful. If gNB response is not received after beam recovery request transmission, retransmission is allowed but constrained to a maximum transmission number.

3.1 Details on Triggering Beam Failure Recovery Request 
In RAN1 NRAH#3 meeting, it was agreed that both beam failure detection and candidate beam identification is required for triggering beam failure recovery request transmission. However, details on how to piece these requirements together need further clarification. Based on current agreements, different sets of parameter values for triggering beam failure recovery request transmission can be considered for NW configuration for flexibility.

In addition to serving beam L1-RSRP threshold, NW also controls a candidate beam selection threshold. To guarantee the quality of selected candidate beam, NW can simply require the quality of a selected candidate beam is better than beam failure threshold by an offset. A few potential trigger parameter sets are summarized below.

· Event R1 (candidate becomes offset better than serving and serving becomes worse than threshold)
· Event R2 (candidate becomes offset better than serving and candidate becomes better than threshold)
· Event R3 (serving becomes worse than threshold)
Note that Event R3 considers constraints only on serving beam pair link(s). Qualification of a new beam pair link to serve as a candidate beam is decided by UE itself for simplicity.

In the above, the intention of event R1 and event R3 is to consider beam recovery only when serving beam pair link is low enough. For event R2, beam recovery can be triggered when a qualified candidate beam pair link is better than serving beam pair link. This would allow UE to proactively assist beam management. As a result, periodic P-1 reporting periodicity can be increased, or even simply replies on aperiodic reporting. If the threshold for serving beam pair link failure is predefined, event R3 becomes an empty configuration and can be deemed as a default configuration. Within such triggering framework, beam recovery triggering behavior can be controlled by NW with flexibility. Through recovery event and threshold value configuration, NW can decide to what extent UE is involved to assist normal beam management procedure.

Observation 5: Recovery trigger events provide NW with flexibility to control UE behaviour in triggering beam failure recovery request transmission.

Proposal 2: NR supports configurable parameters for trigger condition evaluation for beam recovery request transmission. The configurable parameters include L1-RSRP threshold for beam failure detection, L1-RSRP threshold for candidate beam identification, and L1-RSRP offset between serving beam and candidate beam.
3.2 Dedicated Resource Configuration

For initial access purpose, preamble transmission for contention-based PRACH has been designed to take into account UE beam correspondence capability. To leverage the progress there, it is sensible to have a transmission behaviour of beam failure recovery request that is similar to preamble transmission for contention-based PRACH. To take into account that some detailed needs for beam failure recovery could be different from initial access, some parameter values should be separately configurable.

Multiple preamble transmissions for beam failure recovery purpose is needed from perspective of UE capability on beam correspondence and from transmission robustness point of view. During the transmissions, transmission power control is needed and the same power ramping mechanism that is devised for initial access purpose is applicable as well. 
Potentially, the following parameters can be considered to be tailored for beam failure recovery purpose: 

· Preamble index: previous agreement allows dedicated beam failure recovery request resources to be CDM’ed to normal PRACH resources. This means that dedicated preambles for individual UE are needed for NW to identify UE upon receiving beam failure recovery request transmission. 

· Frequency location relative to normal PRCH resources: as FDM’ed resources to normal PRACH resources are supported, NW needs the flexibility to configure whereabouts of physical time-frequency resources for beam failure recovery request transmission

· Time-domain location of beam failure recovery request resource: while beam failure recovery request resource is FDM/CDM to normal PRACH resources, it is up to NW on whether the dedicated beam failure recovery request resource comes as frequently as normal PRACH resource.

· Maximum number of transmissions: the number of allowed transmissions can be configured with different value.

· Cyclic shift value: beam failure recovery request transmission can follow synchronous transmission, which means that a shorter cyclic shift value is possible.

· A starting root sequence for counting the preamble index for beam failure recovery request is needed, if configured cyclic shift is not the same as the one for normal PRACH transmission and CDM’ed resources are used.

For other parameters, we think following the same configuration as for normal PRACH suffices.

Proposal 3: The following parameters are dedicatedly provided to UE for determining beam failure recovery request resource:
· Preamble index

· Frequency offset relative to normal PRACH resources

· Time-domain location (similar to PRACH mask in LTE)

· Maximum number of transmissions in a beam failure recovery procedure.

· Cyclic shift value.
3.3 gNB response monitoring
In principle, beam failure UE is still in CONNECTED state. It is sensible to use UE-specific transmission for transmission of gNB response. With dedicated non-contention PRACH resource used for beam failure recovery request transmission, NW can recognize UE identity after successfully receiving the request. UE physical layer identity used before beam failure, e.g., C-RNTI can be used again without causing confusion from both NW and UE perspectives. 

If UE-specific transmission is used for transmitting gNB response for beam failure recovery request, there seems no need to specify the content of the response. It is up to NW to decide further UE reaction to the response, which includes, e.g., aperiodic beam quality reporting, beam indication command for control/data channel, or even a DL assignment for data transmission. From UE perspective, there is no confusion since NW would perform dedicated transmission from the newly UE-identified channel only after successful reception of beam failure recovery request. 
It is also possible for UE to monitor gNB response from a common control channel, e.g., NR-PDCCH dedicatedly used for RACH msg 2 transmission. However, it would mean that msg2 information content is reused for gNB response for beam failure recovery. Apparently, not all the information content carried in msg2 is necessary for beam failure recovery, not to mention that this limits the flexibility on how gNB responds to beam failure recovery.

Observation 6: UE-specific transmission provides better flexibility on how gNB responds to beam failure recovery.
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Figure 2: illustration of CORESET monitoring for gNB response to beam failure recovery request.

The CORESET for UE to search for a UE-specific transmission as gNB response can have several alternatives. One simple, and yet sensible, is to reuse CORESET used for monitoring contention-based RACH msg2 that is associated with the UE-identified beam. A slight twist to the first option is to signal a CORESET which will be used for gNB response monitoring for beam failure recovery purpose, either in a dedicated signalling or a broadcast signalling. The concept is illustrated in Figure 2. Another alternative is to reuse the CORESET that is monitored before beam failure recovery, but applies it in the UE-identified beam. We slightly prefer the CORESET used for monitoring contention-based RACH msg2 for its simplicity.
Proposal 4: gNB response for beam failure recovery is monitored in the following manner

· CORESET that is used for monitoring contention-based RACH msg2 is used for monitoring gNB response
· gNB response is transmitted with dedicated control channel addressed to a same UE physical layer identity that is used before beam failure recovery

4. Unsuccessful recovery from Beam Failure
Condition for declaring unsuccessful recovery from beam failure was discussed but no consensus. In our understanding, a modelling that allows flexible NW control over UE beam recovery behaviour is essential. Figure 3 shows an example that in our understanding can achieve the needs for assessing beam recovery failure with control flexibility.
In Figure 3, a beam recovery timer is used for overseeing beam failure recovery procedure. When beam failure is detected, the beam recovery timer is started. After candidate beam is identified and corresponding beam recovery resources are determined, beam failure recovery request transmission can be initiated. The number of beam failure recovery request transmission is limited by a maximum number as per dedicated resource configuration in Section 3.2. Potentially, beam recovery failure can be decided when the timer expiry or when reaching the maximum number of beam recovery request transmissions.

Without the timer, there could be risk that a beam recovery mechanism may operate for a very long time before it is terminated by other entity, e.g., MAC, as long as a candidate beam cannot be found. This can happen e.g., when moving into a coverage hole. Apparently, it does not match the design principle that beam failure recovery mechanism is aimed for prompt reaction to beam failure. 
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Figure 3: Beam recovery failure modelling.
On the other hand, simply applying the beam recovery timer may work, but the need for restricting the number of beam recovery request transmissions can be justified from the following perspectives.
· The restriction is a legacy from reusing PRACH channel.

· Without the restriction, UE can try as many times as possible before timer expiry, which increases noise in the network with unclear gain.

· UE may start beam recovery request transmission before a proper candidate beam being identified.

Proposal 5: Support a beam recovery timer to constrain a maximum duration before unsuccessful recovery from beam failure is declared.
5. Conclusion

In summary, based on the above discussion we have the following observations and proposals for NR beam failure recovery operation:
Observation 1: hypothetical performance estimated based beam failure detection RS cannot reflect actual performance of control channel quality.
Observation 2: RSs used for beam failure detection and RLM are different based on RAN Plenary #77 revised work plan.
Observation 3: NR beam failure recovery should be considered as a decoupled procedure from Radio Link Monitor based on current agreements.
Observation 4: Penalty of using BLER as quality measure for beam failure detection is higher than that of using L1-RSRP, if any.
Observation 5: Recovery trigger events provide NW with flexibility to control UE behaviour in triggering beam failure recovery request transmission.
Observation 6: UE-specific transmission provides better flexibility on how gNB responds to beam failure recovery.
Proposal 1: For beam failure detection, NR adopts L1-RSRP as quality measure.
Proposal 2: NR supports configurable parameters for trigger condition evaluation for beam recovery request transmission. The configurable parameters include L1-RSRP threshold for beam failure detection, L1-RSRP threshold for candidate beam identification, and L1-RSRP offset between serving beam and candidate beam.
Proposal 3: The following parameters are dedicatedly provided to UE for determining beam failure recovery request resource:
· CORESET that is used for monitoring contention-based RACH msg2 is used for monitoring gNB response

· gNB response is transmitted with dedicated control channel addressed to a same UE physical layer identity that is used before beam failure recovery
Proposal 4: gNB response for beam failure recovery is monitored in the following manner
Proposal 5: Support a beam recovery timer to constrain a maximum duration before unsuccessful recovery from beam failure is declared.
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7. Appendices

7.1. Analysis on quality measure for beam failure detection

In the following, we consider the interaction between RLM and beam failure recovery and analyze the potential penalty of using L1-RSRP/BLER as quality measure for beam recovery.

1. High interference scenario. In this case, discrepancy between RLM and beam recovery may happen when “low SINR but good RSRP” is observed.

· BLER as quality measure for beam recovery: beam failure is supposedly detected before RLM triggers Radio Link Failure (RLF). However, during candidate beam selection in beam recovery procedure, a beam with high RSRP but low BLER is likely selected again or the same failed beam would be re-selected later by normal beam management procedure. This creates ping-pong effect. Besides, indication of beam failure recovery success may stop RLM T310 timer. This may prevents declaration of RLF.

· RSRP as quality measure for beam recovery: in this case, beam failure is not detected. RLM procedure would eventually trigger RLF because of poor BLER performance. Cell re-selection is thus performed, and it is up to UE to deprioritize the cell triggering RLF, to avoid further ping-pong effect.

2. Low interference scenario. In this case, discrepancy between RLM and beam recovery may happen when “good SINR but low RSRP” is observed.
· BLER as quality measure for beam recovery: nothing happen for neither RLM nor beam recovery. However, it should be noted that normal beam management procedure would very likely command UE to switch control channel beam. This makes the situation similar to using L1-RSRP as beam recovery quality measure.
· RSRP as quality measure for beam recovery: beam failure is detected supposedly. With beam recovery procedure, a candidate beam with preferred L1-RSRP quality is selected. No further action from RLM nor beam recovery hereafter.
Based on the discussion above, it can be found that the penalty of using BLER as quality measure for beam recovery procedure is larger than using L1-RSRP.

7.2. Evaluation assumptions 
	Parameters
	Values

	Scenario
	Urban macro

	Carrier frequency
	30 GHz

	Bandwidth
	40MHz

	Subcarrier spacing
	60kHz

	Channel model
	Urban macro in TR38.802

	Scheduling
	Proportional fair (PF)

	BS antenna configuration
	(M, N, P, Mg, Ng) = (2, 4, 1, 1, 1) with 4 horizontal analog beams 
(M, N, P, Mg, Ng) = (4, 8, 1, 1, 1) with 8 horizontal analog beams
(dV,dH) = (0.5, 0.5) λ 

(dg,V,dg,H) = (0, 2.0) λ

	UE antenna configuration
	(M, N, P, Mg, Ng) = (1, 4, 2, 1, 2)  with 4 horizontal analog beams
(dV,dH) = (0.5, 0.5) λ 
(dg,V,dg,H) = (0, 0) λ 
Θmg,ng=90; Ω0,1=Ω0,0+180
The polarization angles are 0 and 90

	BS antenna pattern
	The same as Table A.2.1-6 in TR 38.802

	UE antenna pattern
	The same as Table A.2.1-8 in TR 38.802

	UE distribution
	100% outdoor pedestrians: 3km/h


