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1
Introduction
The Work Item ”LTE Carrier Aggregation Enhancement Beyond 5 Carriers” [1] targets on enhancing carrier aggregation framework to support up to 32 component carriers. This is captured in the approved WID tasks, where DL control signalling enhancements are specifically mentioned:
2. Specify necessary mechanisms to enable the LTE carrier aggregation of up to 32 component carriers for the DL and UL, including:
· Enhancements to DL control signalling for up to 32 component carriers including both self-scheduling and cross-carrier scheduling, if any [RAN1]
· Enhancements to UL control signalling for up to 32 component carriers [RAN1]
· Enhancements to support UCI feedback on PUCCH for up to 32 DL carriers
· Specify the necessary enhancements to UCI signalling formats to support UCI feedback for up to 32 DL carriers 
· Enhancements to support UCI feedback on PUSCH for up to 32 DL carriers

· Higher layer enhancements for a UE to aggregate up to 32 component carriers, if identified [RAN2]

At RAN1#80 [2], the following observations related to DL control signalling have been agreed to be noted in the meeting minutes:
Observations:

· For possible enhancements to DL control signaling,

· For the purpose of self-scheduling itself, no absolutely needed enhancements have been identified

· Please note, that other potential enhancements not specifically related to self-scheduling only are of course applicable as well. 

· The following potential issues applicable to DL control could be studied for the 36.300 CA deployment scenarios:

· Possible extension of the cross-carrier scheduling framework to more than 5 CCs

· FFS including:

· CIF (3bit vs. 5bit) as part of the UL/DL grants

· USS definition (in case of 3bit vs. 5bit CIF)

· Aspects to be considered (not limited to):

· DL control channel capacity limitation

· (E)PDCCH blocking/collision

· PHICH blocking/collision

· Increased false-detection rate with an increasing number DL carriers

· UE DL control decoding limitations incl. increasing number of blind decodes

· Improved UE power saving

· Potential limitations of the eIMTA signaling

In this contribution we focus on the FFS points with respect to cross-carrier scheduling, namely size of the CIF as part of the DCI containing the UL & DL assignments for cross-carrier scheduling and the related search space definition. Self-scheduling considerations are not part of this contribution at all, as based on the RAN1#80 observations no self-scheduling only specific enhancements are seen as needed. 
2
Cross-carrier scheduling operation for up to 32 CCs
First, let’s shortly review the Rel.10-12 cross-carrier scheduling framework. 

Cross-carrier scheduling (x-scheduling) is to be configured for each serving cell separately and for each to be x-scheduled cell a single scheduling cell is to be configured. 

Rel. 10 - 12 CA cross-carrier scheduling framework is enabled by the following operation mode:

· Cross-carrier scheduling (x-scheduling) is to be configured by higher layers for each serving cell separately. 

· For each cell to be x-scheduled, a single scheduling cell is to be configured.  

· A CIF of 3 bits is added to the respective DCI formats to be carried on PDCCH/EPDCCH of the scheduling cell. The CIF here equals to the ServingCellID. 

· The user specific search space for the x-scheduled carrier is given by an offset effected by 
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(carrier indicator field value which again equals to the ServingCellID), which is cyclically mapped on the available control channel resources. 
When thinking of potential enhancements here, it is necessary first to decide if the CA framework is to be extended overall to support up to 32 carriers, or if x-scheduling should not be extended to a larger number of carriers overall which means x-scheduling is not configured when more than 5 carriers are configured. Only in case the framework is to be extended, solutions for enabling extended x-scheduling framework would need to be investigated. With the current CIF (and ServingCellID framework) the number of x-scheduled carriers could still be increased to 8 (but staying with the 3bit CIF) even in this case. Then x-scheduling could only be configured for up to 8 CCs in total.  

Proposal #1: RAN1 first to decide if cross-carrier scheduling is to be extended to the framework of 32 component carriers or if it should be limited to 8 serving cells only. 

In case the x-scheduling is to be fully extended to the framework of 32 carriers, different options might be considered. A few alternatives are described here below. 
2.2 Extending the CIF from 3 to 5 bits
One logical and rather straightforward way to extend the x-scheduling framework would simply be to extend the CIF definition to 5 bits enabling up to 32 ServingCellIDs. This option would enable scheduling freely any number of cells from a scheduling cell. 

Looking at this option, clearly, different DCI sizes will be needed and the UE would need to be configured either with Rel. 10 x-scheduling (i.e. 3 bit CIF) or with the Rel. 13 x-scheduling (i.e. 5bit CIF). Considering the related DCI sizes, ambiguity issues between different DCIs (as in Rel. 10) will need to be considered and some additional appended zeros to specific DCIs will be needed. Naturally, the larger resulting DCI sizes due to these two factors will have a negative effect on the (E)PDCCH missed detection probabilities. 

The UE specific search space definition with a larger CIF size would not be affected (no change seen as needed), as the definition in terms of possibly larger CIF values is anyhow cyclic (through the modulo operation in the USS definition for x-scheduling). 

Observation #1: The CIF could be simply extended to 5 bits enabling full cross-carrier scheduling flexibility up to 32 component carriers, resulting in:

- requiring larger DCI sizes and related decreased (E)PDCCH decoding performance

- no changes to USS definition seen as needed
2.2 Unchanged CIF size of 3 bits
Another alternative would be to stay with 3 bits CIF and extend the cross-carrier scheduling framework otherwise for a larger number of component carriers. 
Looking at the dual connectivity framework, each cell group is basically already operating independently. This type of operation might be used to define similar cell grouping also for CA, and limit the cross-carrier scheduling within each of the cell groups to 8 cells to stay within the 3bit CIF limit.

Independently on how to handle this in detail, a limitation of the CIF to 3bits may restrict the number of carriers that can be scheduled from a single scheduling carrier to 8. This limitation might look rather restrictive at first, but then the scheduling possibilities might need to be considered related to x-scheduling use cases. 
The baseline question arises, if there is really a need to be able to cross-carrier schedule up to 32CCs for a single UE from a single scheduling cell or if the network might be much better off by distributing the scheduling cells more evenly over the available DL component carriers also taking the control channel overhead of a single carrier into account.
Even though a large number of CCs could be configured to be x-scheduled from a single scheduling cell, from single UE point of view there will be always some limitation in the DL control channel capacity! Thus, we don’t see this restriction as harmful as such.
On the plus side, keeping the 3bit CIF would imply that the DCI sizes from x-scheduling point of view could stay the same resulting also in the same (E)PDCCH decoding performance. Moreover, as the CIF size is not changed, also the user specific search space definition can be directly reused. 

Observation #2: Extending the x-scheduling framework but limiting the CIF to 3 bits (as in Rel. 10) would 
- potentially limit the number of cells that can be cross-carrier scheduled from a single scheduling carrier to 8 cells
- require no changes to DCI sizes resulting the Rel. 10 (E)PDCCH decoding performance
- require no changes to the USS definition either (in case of limiting to 8 scheduled cells)
Different options come to mind here on how to extend the x-scheduling framework but staying with 3bits CIF:

Option 1: Define cell groups containing up to 8 CCs

This alternative discussed e.g. in [3], the eNB would configure up to 4 cells groups each containing up to 8 CCs. Each cell group could then have separate ServingCellIDs within the group, i.e. the serving cell IDs would be group specific. 

This would enable a cross-carrier scheduling definition within the group – i.e. the Rel. 10 x-scheduling operation would be independently operating within each group. This would mean, that a cell belonging to a certain group cannot be x-scheduled from a cell belonging to another group. 

The effect on the RAN1 specifications with this solution would be rather minor, as neither the DL control nor the USS definition would need to be changed, just the ServingCellID in the RAN1 specs would need to be replaced by the relevant ServingCellID_group or similar. 
Of course, there would be some RAN2 and additional higher layer configurations would be needed. Moreover, the Rel. 10 motivation for having a ServingCellID would be in some sense lost. 

Option 2: Create a scheduling carrier specific CIF definition
In contribution [4], there is the idea presented to make the serving cell indicated by a code point dependent on the scheduling cell. Therefore, it would be possible to define the CIF only in terms of the serving cells it needs to schedule – i.e. CIF is related to ServingCellIDs{scheduling_cell} and only some mapping between the CIF value of the scheduling carrier and the list of ServingCellIDs of that scheduling carrier will need to be created. The mapping could be either implicitly (i.e. through some rules) or explicitly through higher layer configuration. 

In this respect, the idea is to limit the number of cells that can be configured to be scheduled from a single scheduling carrier to 8. Nevertheless, the ServingCellID could remain unchanged compared to Rel. 10 – meaning up to 32 different ServingCellIDs would be possible for up to 32 carriers, since it is anyway needed from higher layer point of view e.g. for measurement and report.

For this alternative, the same CIF value of different scheduling cells would point to different ServingCellIDs, as they would be scheduling carrier specific. The main changes foreseen here from RAN1 point of view are related to the CIF definitions in 36.213. In case of some fixed mapping would be preferred, the mapping of the list of ServingCellIDs{scheduling_cell} to CIF{scheduling_cell} would need to be included. In case of higher layer configuration, the new scheduling cell specific parameter would need to be replacing the ServingCellID in the CIF definition of the RAN1 specifications. 

Looking at the USS definition, either the ServingCellID could be used to define the search space (meaning, the search space gets rather distributed, as not all the search spaces of each serving cell ID is to be utilized) or alternatively, the CIF contained in the DCI could be used to define the USS of a specific scheduled cell. 
In contrast to Alternative 1, there is no need for some group definition and no specific group maintenance – which is clearly seems to have some merits over Option 1. Option 2 is also more aligned with legacy configuration signalling for x-scheduling. It is already possible in Rel-10~12 to have more than one serving cells acting as scheduling cell, one-to-one mapping between the scheduling cells and scheduled cells are separately configured as explained in section 2 without “grouping” configuration. Only a RAN1 decision on how to define the USS (given by ServingCellID or CIF) will be needed. Otherwise, the same operation for Option 1 and Option 2 are given. 

Option 3: Enabling search space specific CIF definitions / joint PDCCH/EPDCCH usage
In [5], it is discussed that the CIF contained in the DCI might have a search space specific definition. Therefore, it would be possible to define different search space sets where each having a CIF in the DCI to be limited to 3bits. This way, the CIF definition of a single carrier would be very much search space specific but it would be possible with 3bit CIF in the DCI to schedule from a single scheduling cell up to 32 CCs.
In [6], this operation is further extended by enabling in addition to configure the UE to monitor USS on PDCCH and EPDCCH within the same subframe. In that respect, the different search space sets discussed above could be distributed over different control channel regions/types (i.e. PDCCH, EPCCH or even EPDCCH sets) in order to improve the overall control channel capacity to limit the blocking through cross-carrier scheduling of a large number of carriers from a single scheduling cell. 

Last but not least, we think that we should not try to optimize for the corner case of having carrier aggregation of a very large number of carriers all to be cross-carrier scheduled from a single scheduling cell for a UEs. This corner case is definitely not the target deployment scenario of Rel. 13 CA operation considering a larger number of CCs. A clever network implementation will distribute the control load over the number of available carriers from single UE as well as from overall system point of view. Therefore, RAN1 should optimize for this operation.

Proposal 2: RAN1 to not optimize the cross-carrier scheduling operation for a very large number of CCs scheduled from a single scheduling cell. 
As a consequence, staying with a 3bit CIF definition would clearly simplify the specifications and implementation impact. Moreover, we think that enabling up to 8 cells to be scheduled from a single cell should be sufficient and it is not clear to us, if enhancements similar as discussed in Option 3 ([5,6]) will be needed.

Proposal 3: Keep the current CIF size of 3bits in the DCI. The ServingCellID to CIF/USS mapping is FFS.
3 Conclusions
In this contribution, we discuss on how to enable cross-carrier scheduling for up to 32 component carriers. 

Based on the discussions, the contribution can be summarized through the following proposals and observations: 

· Proposal #1: RAN1 first to decide if cross-carrier scheduling is to be extended to the framework of 32 component carriers or if it should be limited to 8 serving cells only. 

· Observation #1: The CIF could be simply extended to 5 bits enabling full cross-carrier scheduling flexibility up to 32 component carriers, resulting in:

- requiring larger DCI sizes and related decreased (E)PDCCH decoding performance

- no changes to USS definition seen as needed
· Observation #2: Extending the x-scheduling framework but limiting the CIF to 3 bits (as in Rel. 10) would 
- potentially limit the number of cells that can be cross-carrier scheduled from a single scheduling carrier to 8 cells
- require no changes to DCI sizes resulting the Rel. 10 (E)PDCCH decoding performance
- require no changes to the USS definition either (in case of limiting to 8 scheduled cells)

· Proposal 2: RAN1 to not optimize the cross-carrier scheduling operation for a very large number of CCs scheduled from a single scheduling cell. 
· Proposal 3: Keep the current CIF size of 3bits in the DCI. The ServingCellID to CIF/USS mapping is FFS.
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